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Abstract—Geo-distributed consensus protocols underpin mod-
ern databases across multiple data centers, yet their performance
critically depends on effective leader management under wide-area
network (WAN) dynamics. Legacy approaches fall short as they
either ignore application-level factors or incur high switching over-
heads. This paper presents GeoLM, a lightweight, performance-
oriented leader management framework. GeoLM formalizes a
utility model that jointly captures network delays, node popu-
larity, and read-write ratios, and integrates three mechanisms:
(i) Target Selection to identify promising leaders, (ii) Switching
Damping to bound oscillations and ensure stable leadership, and
(iii) Leader Handover with log pre-synchronization to minimize
downtime. GeoLM is implemented in ETCD-Raft and seamlessly
extends existing protocols without altering log replication. Com-
prehensive evaluation—including trace-driven simulations with
AWS latency traces and real-world deployments across multiple
regions—demonstrates that GeoLM reduces average latency by up
to 30.77 %, tail latency by up to 49.75%, and improves throughput
by up to 28% over baseline protocols (depending on the compari-
son). GeoLM further delivers consistently better performance than
state-of-the-art protocols such as SwiftPaxos, CURP, and EPaxos,
while maintaining strong consistency guarantees.

Index Terms—Geo-distributed consensus, leader management,
wide-area networks, distributed databases.
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I. INTRODUCTION

ISTRIBUTED databases, with their high scalability, high
D availability, and cost-effectiveness, are widely applied in
fields such as cloud computing [1], [2], [3], [4], [5], [6], [7]
and Big Data analytics [8], [9], [10], [11], [12], [13], [14], [15],
[16],[17],[18],[19], [20], [21], [22], [23], [24], [25]. Traditional
distributed databases are typically confined within a single data
center [1], [2], [5], [10], [11], [12]. However, with the increasing
trend of data circulation in the digital economy era, transnational
industries including banking, e-commerce, and cloud providers
often operate multiple data centers. For instance, Huawei [13]
and Amazon [14] span 93 and 105 availability data centers
within 33 geographic regions, respectively. Recently, distributed
databases have evolved from isolated services limited to single
data centers towards collaborative services spanning multiple
data centers. For example, Google BigQuery Omni [26] and
Snowflake [3] connect data warehouses across Google Cloud,
AWS, Azure, and other cloud providers, enabling real-time inter-
actions during user queries across multiple clouds. Kubernetes
Federation [19] connects multiple Kubernetes clusters over the
Internet, where functions and data may reside in different regions
or across different public cloud providers. In China, emerging
companies (such as DatenLord [20]) are developing distributed
database systems that can provide strong consistency guarantees
across different data centers and cloud providers. These new
business models are driving the development of a new paradigm
for geo-distributed databases.

Consensus protocols such as Multi-Paxos [27], [28], Raft [29],
or their variants [30], [31], [32], [33], [34], [35], [36], [37], [38],
[39], [40] have been widely used in modern distributed databases
such as GaussDB [41], TiDB [42], PolarDB [43], Spanner [1],
Aurora [44], and Neon [45]. These consensus protocols apply
a leader-follower paradigm to guarantee replica consistency,
where a leader node is responsible for handling client requests.
In contrast, other nodes participate as followers to synchronize
operation logs. The influence of leader selection on performance
is negligible in traditional databases operating within a single
data center. However, our study reveals that in geo-distributed
databases, the role of the leader significantly impacts system
performance (see Section II-A).

Traditional consensus protocols perform well within the data
center network [39], [46]. However, geo-distributed consen-
sus protocol runs over a wide-area network (WAN) with var-
ious application requirements, where the best leader selection
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is challenging due to the network dynamics and application
dynamics. First, the link delays between the leader and the
followers significantly impact the log-replication latency. This
reveals that leader selection should capture network dynamics
in terms of network delays among all nodes. Second, selecting
a leader node with more popular replicas or write operations
reduces forwarding delays among nodes, improving system
performance. This reveals that leader selection should capture
application dynamics in terms of node popularity and read-write
ratio of operations (see Section II-C). However, the legacy
ways of leader management typically focus either on network
dynamics or application dynamics alone [31], [32]. In summary,
the legacy leader management schemes are far from satisfactory
for geo-distributed consensus protocols.

To tackle these issues, we introduce GeoLM,! which consid-
ers both the network dynamics and application dynamics and
proactively conducts seamless leader handovers with bounded
switching costs(GeoLM guarantees an upper bound on switch
frequency; see Section 5.2). First, GeoLM periodically selects
a target node according to a utility function of link delays,
node popularity, and operation read-write ratio. This ensures
GeoLM’s network and application awareness. Second, GeoLM
employs a switching damping mechanism that adaptively adjusts
the leader-switch window (the observation period during which
the target node’s smoothed utility remains positive) and applies
dual thresholds to prevent oscillations and bound switching
costs. Third, GeoLM allows the current leader node to pre-
synchronize logs with a target node that has fallen behind. This
capability can aid the target node in winning the election and
ensuring consistency in the consensus protocol.

We have implemented the GeoLLM prototype in a distributed
database based on ETCD and integrated it into the maintained
Raft protocol [47]. GeoLM extends the leader management
module without affecting the execution processes of the storage
layer and database layer, thus ensuring compatibility with log-
replication-based variants. We then conduct evaluations through
both trace-driven simulation and testbed deployment. Evaluation
results show that GeoLM reduces average/worst-case transac-
tion latency over the baselines Raft by up to 30.77%/49.75%
and Geo-Raft [33] by up to 23.97%/24.62%, respectively. Ge-
oLLM also achieves considerably good performance compared
to the most recent leader-management-based approach Swift-
Paxos [32] and the state-of-the-art log-replication-based ap-
proaches such as CURP [34] and EPaxos [37]. This serves as a
strong validation of GeoLM.

This paper makes the following key contributions: First,
we conduct an in-depth analysis of the leader management
problem in geo-distributed consensus protocols, revealing the
limitations of existing approaches in simultaneously addressing
both network dynamics and application dynamics. Second, we
propose the GeoLM mechanism, which integrates network and
application dynamics through the design of target node selection,
switching damping, and a leader handover mechanism, thereby
ensuring system stability and performance. Third, we present
a formal system model of GeoLM and provide a theoretical

'GeoLLM is named after Geo-distributed Leader Management.
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analysis of the upper bounds on leader switching overhead and
commit latency. Finally, we implement GeoLM on a real-world
distributed database prototype deployed in a wide-area network
environment, and extensive performance evaluation across mul-
tiple scenarios shows that GeoLLM significantly outperforms Raft
and Geo-Raft in terms of throughput and latency.

The paper is organized as follows. Section II introduces
the background and motivates GeoLM. Section III constructs
the system model and theoretical framework of GeoLM. The
overview of GeoLLM is depicted in Section IV. The design and
implementation are elaborated in Section V. In Section VI, we
evaluate GeoLM. Section VII discusses the necessary issues.
Section VIII overviews the related work, Finally, Section IX
concludes the paper.

II. BACKGROUND AND MOTIVATION
A. Leader-Based Consensus Protocols

The consensus protocol aims to ensure that distributed repli-
cas can agree on a consistent sequence of operations even in the
presence of failures. In this work, we study geo-distributed con-
sensus protocols using Raft as the prototype. Consensus proto-
cols such as Paxos [27] and Raft [29] widely adopt a leader-based
architecture to ensure strong consistency in distributed systems.
In such protocols, one node is elected as the leader, while the
others act as followers. The leader is responsible for receiving all
clientrequests (including both reads and writes), determining the
execution order, and coordinating the replication of logs across
the followers to guarantee consistency. In these protocols, write
operations must be routed through the leader. Upon receiving
a write request, the leader appends the log entry to its local
log and propagates it to all followers. The write is considered
committed only after the leader receives acknowledgments from
a majority of the nodes in the cluster (including itself). Thus, the
commit latency of a write operation is mainly determined by 1)
the round-trip time (RTT) between the leader and its followers,
and 2) the time needed to reach quorum acknowledgment. Read
operations can be served by either the leader or the followers, de-
pending on the consistency model. However, for linearizability,
reads typically must be served by the leader as well.

B. Leader Selection is More Crucial in Geo-Distributed
Consensus Protocols

In a consensus protocol with the leader-follower paradigm, the
leader handles client communication and coordinates the repli-
cation and synchronization of data replicas on other follower
nodes. In general, choosing a better node as the leader positively
correlates with performance. However, compared with tradi-
tional consensus protocol running in a single data center, leader
election in a geo-distributed consensus protocol has a greater
performance impact. To explain this more clearly, we modified
ETCD-Raft [47] to give an example of performance change
when changing the leader node over intra-datacenter and inter-
datacenter links. Fig. 1 shows the results. Each bar represents the
system throughput when selecting a different node as the leader,
allowing us to directly compare the impact of leader choice.
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Fig. 1. An example of performance change when changing the leader node
over intra-datacenter and inter-datacenter links. The X -axis represents the leader
node.
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Fig.2. An example of how delays impact performance.

The impact of leader selection on performance is unremarkable
for traditional databases running in a single data center (a bet-
ter leader only improves 9.15% performance). However, when
nodes are spread across regions in a geo-distributed database,
system performance becomes highly sensitive to leader place-
ment (a better leader improves 95.80% performance). This result
highlights that leader selection is significantly more critical in
geo-distributed consensus protocols.

C. Leader Selection Should Capture Network Dynamics and
Application Dynamics

When operating a geo-distributed consensus protocol, we see
multiple challenges in determining the best leader selection. We
will elaborate next.

Observation #1 (Network Dynamics). Leader selection de-
pends on network delays among all nodes: Geo-distributed
consensus protocol runs over WAN whose dynamics are non-
negligible [48]. The network dynamics is manifested in three
aspects. (a) Enlarged value of delays. The RTT of an inter-data-
center link (e.g., 100 ms) is over three orders of magnitude higher
than that of an intra-data-center link (e.g., 10 us). (b) Enlarged
difference of delays. The RTT differences among nodes are
tens to hundreds of milliseconds (e.g., RTT = 20 ms vs.
RTT =200 ms), which is non-negligible compared with the node
processing delay. (c) Enlarged fluctuation of delays. The optimal
leader may become sub-optimal due to RTT fluctuation caused
by network congestion or route change. Fig. 2 gives an example
of performance change when changing the leader node under
network deterioration (a sharp increase in the total delay among
all nodes). We modified the ETCD-Raft to change its leader
node at 200 s. Fig. 2 shows that the performance impact from
delay deterioration can be significantly reduced. This reveals
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Fig. 3. An example of how node popularity impacts performance. (a) shows
an example of a cluster with different popularity. (b) shows the time required
for each node in the cluster to complete its requests when the cluster leader is
controlled (from left to right, Node 1, Node 2, and Node 3 as the leader).

that leader selection should consider network delays among all
nodes. Geo-distributed consensus protocol also serves applica-
tions with dynamic characteristics. The application dynamics is
manifested in two aspects: node popularity and read-write ratio
of workload. We will discuss it next.

Observation #2 (Application Dynamics). Leader selection de-
pends on node popularity: Node popularity refers to the measure
of how frequently a node is accessed or utilized for operations
such as reads or writes. Under identical network conditions,
nodes assuming the role of leader experience performance
variations based on their respective levels of node popularity.
Specifically, selecting a leader node with more popular replicas
reduces forwarding delays among nodes, improving the system
performance. To explain this more clearly, we show an example
of three nodes with the same network delays (i.e., RTT = 20 ms)
but with different node popularity (i.e., 50%, 30%, and 20%,
respectively) in Fig. 3. It has been observed that when Node 1
(with 50% popularity) acts as the leader, the latency is 34.7%
lower compared to when Node 3 (with 20% popularity) acts as
the leader. This reveals that leader selection should prioritize
nodes with a higher popularity.

Observation #3 (Application Dynamics). Leader Selection
depends on the read-write ratio of operations: The access pat-
tern can fluctuate over time due to shifts in application usage,
business needs, or seasonal demands. Where read operations
can be handled directly by either the leader or any followers
while write operations require a leader to coordinate propos-
als among followers, achieving agreement through a quorum,
and ensuring durability through replicated logs. Under iden-
tical network conditions, nodes assuming the role of leader
experience performance variations based on their read-write
ratio of operations. Specifically, selecting a leader with more
write operations reduces forwarding delay from followers to the
leader, improving system performance. To explain this clearly,
Fig. 4(a) shows an example of 3 nodes with the same net-
work delays (i.e., RTT = 2 T) but with different read-write
ratios (i.e., the read-write ratio on Node 1 is 100:0, and the
read-write ratio on Node 2 is 0:100). When Node 1 acts as
the leader (see Fig. 4(b)), the latency is doubled compared to
when Node 2 acts as the leader (see Fig. 4(c)). This reveals that
leader selection should prioritize nodes with a lower read-write
ratio.
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Fig. 4. An example of how the read-write ratio impacts performance. The
read-write ratio on Node 1 is 100:0, and on Node 2 is 0:100. The red text
markers represent the time required for write requests, and the blue text markers
represent the time for read requests.

D. Challenges

In designing GeoLM, we must address a series of critical
challenges to ensure that leader management accurately re-
flects system dynamics while introducing minimal additional
overhead. These challenges primarily include how to identify
the target node, how to ensure the target node wins the elec-
tion, and how to control the frequency of leader switching,
in order to strike a balance between system performance and
stability.

How to determine the target node? A target node is the node
that has the potential to be the best leader. Our observations
have shown that leader selection should consider network dy-
namics (i.e., network delay) and application dynamics (i.e., node
popularity, read-write ratio). Generally, the system performance
gain after a node becomes the leader is positively related to a
utility model, where the utility function should simultaneously
consider factors including network delay, node popularity, and
read-write ratio. In this paper, GeoLM determines the target node
if it achieves the highest utility value.

How can the target node be voted the leader? The target node
with the highest utility may lose the election during the election
process. This can be attributed to the outdated log of the target
node. To ensure the target node receives votes from a majority of
the nodes, the log of the target node should be up-to-date before
sending out request-to-vote RPCs (Remote Procedure Calls). In
this paper, GeoLM proactively switches the leader regardless of
whether the current leader fails or not, distinguishing it from
legacy consensus protocols that only initiate leader changes in
response to leader failures. To ensure the target node is voted
as the leader, GeoLLM takes full advantage of the present leader
node to pre-synchronize logs where the target node has fallen
behind.

How to control the frequency of leader switching? A small
frequency of leader switching may fail to respond promptly to
network and application dynamics. In contrast, frequent leader
switching may induce excessive switching costs, degrading the
system’s performance. Assuming that each leader switching
requires a fixed cost, the total cost induced by GeoLM is propor-
tional to the switching frequency. In this paper, GeoLM adopts a
damping mechanism to dynamically adjust the leader switching
window to control the frequency of leader switching. The goal
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TABLE I
TABLE OF NOTATIONS

Symbol Name
V ={vi,v2,...,on} Node set
T;,5(t) RTT between v; and v;
T(t) € RNXN RTT matrix
P; Popularity of node 4
R; Read ratio at node ¢
W; Write ratio at node 4
c) Requests completion time at node ¢ under leader j
T Commit latency under leader j
T! RTT from node i to leader j
U(vp) or Up Utility of node n
Un(t) Smoothed utility of node n at time ¢
wnd, wndg Damping window / initial damping window
Winin, Wmaz Minimum / maximum damping window
ot 0% Entry / exit thresholds for hysteresis
c Cool-down period

is to adapt to network and application dynamics with bounded
switching costs.

III. SYSTEM MODEL

The system model of GeoLM is constructed based on the
dynamic characteristics of the geographically distributed con-
sensus protocol. This section explains it from three dimensions:
network topology modeling, performance objectives, and utility
modeling. The main notations used throughout this section are
summarized in Table I.

A. Network Topology and Dynamic Delay Model

We assume the existence of a geo-distributed consensus sys-
tem. This system consists of NV data centers (nodes), forming
asetV = {vy,v9,...,vn}. These nodes communicate bidirec-
tionally through a WAN. As described in Section II-C, GeoLM
models the system by considering both Network Dynamics and
Application Dynamics:

® Network Dynamics Ng: Includes long latency and dynamic

delay variations caused by long distances, link jitter, etc.

e Application Dynamics Ag: Delay correlation triggered by

workload changes (fluctuations in request volume/read-
write ratio).

The RTT between node v; and v, attime ¢ is denoted as T; _; (¢),
which is measured in real - time through a periodic (with period
T},) heartbeat mechanism and directly reflects the instantaneous
state of network delay:

Ti,j (t) = RTT(’UZ', Uj) (1)

where RTT(v;, v;) is the real - time delay value collected by
heartbeat messages. The RTTs between all nodes form a dy-
namic matrix:

B. System Goals

The primary goal of GeoLLM is to achieve consistently high
performance in distributed systems by switching the leader node
according to network dynamics (NVy) and application dynamics
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(Ay). Leader selection is not a one-time static optimization.
Instead, the effective cost of a leader varies over time due to
dynamic network latency and workload shifts. To this end, we
define a utility function U (v,,) that evaluates system perfor-
mance for leader node v,,, linking dynamic factors to measurable
outcomes. For notational simplicity, we denote it as U, in
subsequent derivations where v,, = n.

C. Utility Modeling

We define the node utility U as the performance improvement
when it becomes the leader. The main notations used in this
subsection (e.g., P;, Cl@der C™) are summarized in Table 1.
For a distributed database consisting of N nodes, the utility of
anode n is:

N
Uy =Y P -(Clevder —cp) 3)

i=1

where P; refers to the popularity of node 4, C1¢?¥" represents
the completion time of requests reaching node ¢ with the present
leadership, and C' represents the completion time of requests
reaching node ¢ when node n acts as the leader.

According to the way of handling read and write operations in
consensus protocols, C*29¢™ and O can be further computed
as follows:

C’geade'r' _ Rz . Tileader + WZ A (Tleader + T;_leade’r) (4)
where R; and W; refer to the read ratio and write ratio of
operations, respectively. Particularly, we have R; + W,; = 1.
Tleader represents the RTT between node i and the leader node,
Tleader TEpresents the commit latency of node ¢ with the present
leadership. Similarly, we have

where T7" represents the RTT between node ¢ and n, 7,, repre-
sents the commit latency of node ¢ with the leadership of node
n.
When substituting (4) and (5) in (3), we combine the terms
involving (T}eeder — T) using R; + W; = 1, yielding:

N
Un = Z PZ * [(Tileader _T;n> +Wl : (Télegjiearn _T'::;edian)}
i=1
(6)
where Tﬁfggf;n denotes the median link delay from the leader to

all followers, and 77 _ ..
node n to all other nodes.
The median link delay T}, cdian to approximate the commit
latency 7 is reasonable. This is because the leader must wait
for confirmation from at least half of all followers. This approx-
imation is grounded in the quorum-based nature of Raft-like
protocols. Since a leader must wait for acknowledgments from
a majority of followers to commit a write, the commit latency is
effectively determined by the slowest node within that quorum.
When follower delays are not highly skewed, the median RTT
serves as a robust estimator of the 50th percentile delay among
all followers, which often approximates the typical quorum
threshold. Moreover, the median is less sensitive to outliers

denotes the median link delay from
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than the mean, making it more stable under dynamic network
conditions.

IV. GEOLM OVERVIEW

In this section, we introduce the GeoLM framework based
on the goal and the utility function defined in the previous
Section III-C.

A. GeoLM Framework

Fig. 5 illustrates the general framework of a geo-distributed
consensus protocol, where GeoLM adds three components (col-
ored with red blocks), namely: 1) Target Selection, 2) Switching
Damping, and 3) Leader Handover. These additional compo-
nents cooperate with the existing modules (colored with pur-
ple and blue blocks) in the legacy consensus protocol, aim-
ing to achieve high-performance leader management for geo-
distributed databases.

Target Selection: To identify suitable leader candidates, Ge-
oLM continuously collects and aggregates three kinds of runtime
information: network delays (RTT matrix), workload compo-
sition (read—write ratio vector), and node popularity (request
distribution). Based on these inputs, the leader computes each
node’s utility according to (6). To avoid reacting to transient
spikes, the raw utility values are smoothed using an exponen-
tially weighted moving average, and only nodes with persistently
positive smoothed utility enter the target set. This design ensures
that GeoLM accounts for both network and application dynam-
ics while remaining robust against short-term fluctuations (see
Section V-A).

Switching Damping: The target set may contain multiple
nodes whose utilities fluctuate with network and application
dynamics, potentially causing oscillations in leader switching.
To address this, GeoLM introduces a lightweight switching
damping mechanism that combines smoothed utilities with three
complementary techniques. First, it applies a dual-threshold rule
on smoothed utility to avoid frequent toggling around bound-
ary conditions. Second, it adjusts the damping window using
a Multiplicative-Increase Additive-Decrease rule: the window
expands quickly when conditions remain stable, but shrinks
gently otherwise, which significantly reduces sharp sawtooth
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Fig. 7. An example of switching damping.

oscillations compared to the conventional “doubling/halving”
scheme. Finally, after each switch, GeoLM enforces a cool-
down period during which no new switch is allowed. Together,
these three techniques ensure that leader switching remains
both responsive and theoretically bounded, preventing uncon-
strained oscillations while adapting to dynamic conditions (see
Section V-B).

Leader Handover: Before the target node becomes the can-
didate for leader election, the Leader Handover component
enables the present leader node to pre-synchronize logs where
the target node has fallen behind. Specifically, GeoLM applies
a modified Node State Machine where the present leader acts as
the Helper Node for proactive leader switching. This can help
the target node win the election and ensure the consistency of
the consensus protocol (see Section V-C).

V. SYSTEM DESIGN DETAILS

This section elaborates on the design and implementation of
the specific modules in GeoLM.

A. Target Selection

This module gathers RTTs, read-write ratios, and request
popularity from all nodes. The leader computes a utility score
for each node and forms a target set of candidates with positive
utility. This ensures that only promising nodes are considered
for leader switching.

Example of Target Selection: Fig. 6 gives an example of a five-
node geo-distributed database to better explain the workflow of
the Target Selection.

First, for network delays, we’ve integrated application-layer
RTT estimation into the consensus protocol to adapt to network
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dynamics. First of all, each node measures the smoothed RTT
from this node to all other nodes via the heartbeat messages.
Then the leader collects all the RTT vectors from each follower
via the RttProbeResp messages. For instance, the RTT vector of
Node 1is < T2, T3, T{, TP >. These RTT vectors ultimately
converge at the leader node, where it is reshaped into a delay
matrix as shown in Fig. 6.

Second, each node ¢ maintains long-term counts of read- and
write-operations and periodically reports its write ratio W; to the
leader. The leader then aggregates these scalars into the write-
ratio vector W = (W, Wa, ..., Wy), as illustrated in Fig. 6.
Here W; € [0, 1] denotes the proportion of write operations in
the workload of node i, while the corresponding read ratio is
R; =1 — W;. This vector W is later incorporated into the utility
computation (3).

Third, the node popularity cannot be estimated independently
by a single node. Instead, it requires the followers (e.g., Node )
to periodically send the number of local requests (from clients,
denoted by @);) to the leader. The leader then calculates each
node’s popularity accordingly. For instance, the popularity vec-
tor is < Py, P;, ..., Ps >, where P; denotes the popularity of
Node 3.

Finally, according to (6), we calculate the node utility as the
performance improvement when it becomes the leader. To miti-
gate short-term fluctuations and avoid overreacting to transient
spikes, the leader maintains an exponentially weighted moving
average (EWMA) [49] of the utility:

Un(t) = aU,(t) + (1 —a)U,(t —1), ac(0,1], ()

where « controls the degree of smoothing (e.g., @ = 0.2~0.4).
The smoothed utility U, is then used for candidate selection,
ensuring that only nodes with sustained performance advantages
enter the target set. For example, in Fig. 6, Nodes 1 and 5
eventually qualify as leader candidates after smoothing. Next,
we further justify the choice of v and derive its feasible range.

Parameter Sensitivity: The smoothing parameter v in (7) is not
arbitrarily chosen. We set a by jointly meeting a noise-variance
reduction target and a tracking-delay target. Specifically, for
i.i.d. jitter, the EWMA reduces the utility variance as Var[U] =
52~ Var[U]. Thus, if the system aims to reduce the variance
to a k-fraction of the original level, we must have o < 12%;
For example, setting x = 0.3 gives a < 0.4615. On the other
hand, for a step change in utility, the residual error decays as
(1 — )*; requiring the error to fall below € within T heartbeats
implies o > “}ﬂ For instance, with T, = 8 and ¢ = 0.05,
this yields o > 0.375. Combining both constraints, the feasible
intervalis a € [0.375, 0.46]. Unless otherwise specified, we use
o = 0.4, which strikes a balance between noise suppression and
responsiveness.

B. Switching Damping

The goal of the switching damping mechanism is to prevent
excessive leader switches under frequent network and appli-
cation dynamics, which may otherwise cause system oscilla-
tions. To this end, we design a lightweight three-part scheme,
combined with the smoothed utility introduced in the previous
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subsection, so as to maintain robustness while preserving high
sensitivity.

Dual Thresholds: To avoid decisions being dominated by
short-term fluctuations, we do not directly use the instantaneous
utility U, (t), but instead apply an exponentially weighted mov-
ing average (EWMA) to obtain the smoothed utility U,, (t). This
suppresses transient spikes and random jitter. We set thresh-
olds based on the statistical fluctuation amplitude of U (.
its standard deviation o, which reflects the noise level under
dynamic networks): the entry threshold 0; = +ko; and the exit
threshold 6, = —ko;. A node joins the candidate set only if
U > 04, and is removed only if U < 0,. Within the intermediate
region (0, 6+), the status remains unchanged. This “easy-in,
cautious-out” hysteresis prevents frequent oscillations near deci-
sion boundaries. The parameter k controls the system’s tolerance
to noise. In practice, we set k£ within a small range (e.g., 1-2).
A larger k£ makes the system more conservative by requiring
stronger evidence before switching, while a smaller k increases
sensitivity to utility fluctuations. Unless otherwise specified, we
use £ = 1.5 to balance responsiveness and stability.

Window Adjustment: To ensure that a leader switch is trig-
gered only by sustained improvements, we require the system
to observe the candidate over a window of heartbeat cycles.
The damping window wnd denotes the number of such cycles.
Traditional methods typically adopt the rule of “doubling the
window after a long period without switching, and halving it
otherwise,” which may lead to drastic oscillations in dynamic
environments. In contrast, we adopt a Multiplicative-Increase
Additive-Decrease (MIAD) rule:

if Cy
otherwise

min{~y; - wndy, Winax }»

max{wnd; — 6, Wiin }, ®

’LU’I’Ldt+1 = {

where C; denotes that the candidate remains valid in the can-
didate set during the current window. Here, 74 € [1.5,2] is
the multiplicative factor, J is a small integer constant (e.g.,
1-2 heartbeat cycles), and |- | ensures that wnd;;, remains an
integer. This design enlarges the window quickly under stable
conditions, requiring stronger evidence before switching, while
shrinking it smoothly under fluctuations. As a result, it reduces
the “sawtooth effect” and avoids frequent oscillations.

Cool-down Period: To further prevent rapid consecutive
switches, the system enforces a cool-down period after each suc-
cessful leader transfer. During this period, no additional switches
are allowed. The cool-down length is set to C' heartbeat cycles
(typically 3-5), ensuring that the new leader has sufficient time
to stabilize log replication and process client requests before
another decision is made.

Boundedness Guarantee: Together, the above mechanisms
ensure that the leader switching frequency is strictly bounded.

First, the minimum damping window W,,;;, guarantees that
any two switches are separated by at least W.,,;,, heartbeat cycles
(see Fig. 7). Second, the dual-threshold design requires the
smoothed utility to persistently cross the hysteresis band (6, 6;),
preventing boundary jitter from triggering repeated switches.
Third, the cool-down period enforces an additional minimum
interval C after each switch.
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Fig. 8. An example of leader handover.

Therefore, within a total runtime 7", the number of switches
is bounded by

. r
max{Win, C}

Even under extreme network and workload dynamics, the
switching frequency remains limited and unbounded oscillation
cannot occur. The parameters k, 4, d, and C only affect sensitiv-
ity and convergence speed, but do not change this boundedness
guarantee.

N, switches S

C. Leader Handover

The Leader Handover component modifies the leader
election process by introducing a scheme called Log Pre-
Synchronization. Specifically, we allow the leader to proactively
retrieve the latest log index from the target node and update the
logs accordingly, ensuring that the target node has the same
maximum log index as the leader at the current term. This
approach ensures that the target can more easily get votes after
initiating an election. After the leader sends the log message
to the target node, it steps down to become a helper and stops
sending heartbeats. When the target node gets the log completion
message, it already knows the leader has stepped down and
initiates an election without waiting for the heartbeat timeout
(usually 150-300 ms [47]). This significantly reduces the clus-
ter’s downtime caused by waiting for the timeout, ensuring the
target has a higher priority in initiating the election.

To explain this more clearly, we give an example of the entire
handover process in Fig. 8. Step (1): At time tg, the Leader
Node (P1) decides to transfer leadership to P3 and sends Msg. 1
(as Message 1, the same below) to P3 to request its latest log
index. Step (2): P3 receives Msg. 1 at t; and responds to P/ with
Msg.2, which carries P3’s latest log index. Step (3): At to, after
receiving the response, PI sends Msg.3 to P3, containing all the
committed logs at the leader (from P3’s latest log index to PI’s
latest log index at t5), then steps down to become a Helper Node,
stopping heartbeats and beginning caching client requests. P3
receives the committed logs from P at t3 and begins to catch
up. Step (4): P3 then becomes the Candidate Node and starts an
election by sending Msg.4 to request votes. Step (5): At ¢4, the
other Follower Nodes respond to the vote requests with Msg.5,
casting their votes. Eventually, P3 obtains the majority of votes
and successfully becomes the new leader.
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State | Vote Receive | Cache Send Log Pre- Process
requests | requests| Msg.Heartbeat | Synchronization | requests
Leader | X J J J N J
Follower «/ X X X X X
Helper | +/ J J X N X
Fig. 9. A table of node state functions.

It is worth noting that another follower (other than the target
node) might also reach the heartbeat timeout and initiate an
election, winning the election before the target node enters the
leader handover phase. In this case, GeoLM falls back to the
legacy way of leader election. Upon receiving a heartbeat from
the new leader, the Helper Node transitions to a Follower Node
and forwards all client requests from its term, ensuring seamless
handover without downtime.

The log pre-synchronization mechanism should not be con-
fused with generic pre-fetching techniques commonly used in
storage or database systems to hide data access latency. In-
stead, GeoLM introduces a targeted log pre-synchronization
process, in which the outgoing leader proactively ensures that
the designated successor has already caught up with all commit-
ted log entries before the handover. This role-specific mech-
anism guarantees that the new leader starts with a consis-
tent and up-to-date state, thereby avoiding unavailability win-
dows or redundant recovery procedures during the transition.
This design also preserves Raft’s fundamental safety prop-
erty: since a leader must always contain all committed entries
confirmed by a majority [29], [30], the pre-synchronization
ensures that the successor inherits the complete log of the
previous leader, thus never violating Raft’s log-matching
constraint.

Note that the final election outcome still follows the na-
tive Raft protocol. Although GeoLLM prioritizes the designated
target node, another follower may occasionally win the elec-
tion due to timeout races or transient network dynamics. This
does not affect correctness, and the performance impact is
typically limited since GeoLM selects candidate nodes with
similar utility values. If the target node becomes unreachable
during the log pre-synchronization phase, the leader detects
the failure through timeout and aborts the handover attempt. In
this case, the leader simply continues normal operation without
triggering a leader change, ensuring that client services are not
disrupted.

D. Algorithm Summary

To complement the mechanism descriptions in Sections V-A,
V-B, and V-C, we summarize the routines executed by each
node role in GeoLM. While Figs. 9 and 10 illustrate the
static responsibilities and dynamic state transitions, the follow-
ing pseudocode presents the operational logic for Leader, Fol-
lower, and the newly introduced Helper. These concise routines
(Algorithms 1-3) highlight how GeoLLM integrates target selec-
tion, switching damping, and log pre-synchronization into the
Raft framework.
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Fig. 10.  The node state machine in GeoLM.

Algorithm 1: Leader Routine (periodic Loop).

Input : RTT matrix T'(¢); write-ratio vector W;
popularity vector P
while alive do
collect {7} }, {W;},{Q;}; update T'(t), W, P
compute U,, by Eq.(6); U, + aU, + (1-a) U,
if In* : Un* > 0" & window_ok & —cooldown then
// window_ok:
wnd consecutive heartbeats
LeaderHandover(n*); become Helper;
break
// leave leader loop;
takes over
serve reads/writes; replicate logs; send
heartbeats

condition holds for

Helper loop

Algorithm 2: Follower Routine (event-driven).

while alive do
if ClientRead allowed then
serve locally
// allowed iff
ReadIndex/leader-lease ensures
linearizability
else
redirect to leader
if ClientWrite then
forward to leader; apply commits
if Recv(Heartbeat) then
| update term; update commit index
if Recv(RequestVote) & up-to-date & not voted this
term then
| grant vote
if Recv(Msg.RttProbe) then
| reply with RTT, W;, Q; (Msg.RttProbeResp)

E. Implementation

We implemented GeoLLM in a distributed database based on
ETCD [47] and integrated it into the maintained Raft protocol
with less than 500 lines of code, demonstrating its lightweight
and practical deployment. While our implementation is built
on top of Raft, the core design of GeoLM is protocol-agnostic
and can be applied to other leader-based consensus protocols
such as MultiPaxos [28]. In such systems, proactively preparing
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Algorithm 3: Helper Routine (During Switch).

while in Helper do
buffer client requests;
stop heartbeats
if Recv(Msg.LogsCompletion from target) then
// target is caught-up and will
immediately start election on its
own
if Recv(RequestVote) & up-to-date & not voted this
term then
grant vote
if Recv(Heartbeat from new leader) then
forward buffered requests;
become Follower
else if other follower wins then
forward buffered requests;
‘ become Follower

a new leader before transfer could reduce or eliminate the log
repair phase during leader changes. Specifically, we reuse the
existing Raft message types such as Msg.Heartbeat, Msg.Vote,
and Msg.Granted. Msg.Heartbeat is used to report the heartbeat
and maintain leader authority; Msg. Vote (i.e., Msg.4 in Fig. 8) is
sent from the candidate to request votes; and Msg.Granted (i.e.,
Msg.5 in Fig. 8) is sent by the follower/helper to grant votes and
acknowledge leader transfer.

To support dynamic leader management in GeoLM, we
extend several new message types, including Msg.RttPr-
obe, Msg.RttProbeResp, Msg.LeaderHandover, Msg.Leader-
HandoverResp, and Msg.LogsCompletion. Msg.RttProbe mes-
sages are periodically broadcast by all nodes in an all-to-
all manner to collect real-time RTT statistics. Upon receiv-
ing a Msg.RitProbe message, each node responds with a
Msg.RttProbeResp message that includes its current RTT, work-
load, and request popularity metrics. The leader node aggregates
these RTT vectors to form a complete latency matrix and ana-
lyzes the data to determine whether a better leader candidate ex-
ists. This monitoring mechanism introduces minimal overhead
in practice. GeoLM piggybacks monitoring information onto
existing Raft heartbeat exchanges and does not introduce ad-
ditional monitoring channels. The monitoring payload consists
only of lightweight statistics (e.g., an RTT timestamp and simple
workload metrics), adding roughly tens of bytes per heartbeat
message. For example, in a 7-node cluster with a 200 ms heart-
beat interval, the additional monitoring traffic is approximately
0.9 KB/s per node, which is negligible compared with the log
replication traffic that typically dominates WAN bandwidth.

Fig. 9 illustrates the role-specific functions in GeoLM. Each
node may act as a Follower, Leader, or Helper, and the fig-
ure summarizes their distinct responsibilities along three key
dimensions: voting, request processing, and leader manage-
ment. For instance, Followers mainly receive client requests
and participate in leader elections, while the Leader additionally
coordinates log replication, collects runtime statistics, and exe-
cutes leader handovers when necessary. The Helper is a special
role introduced by GeoLM to bridge the gap during leader
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switching: it pre-synchronizes logs with the new candidate and
forwards buffered requests, thereby reducing downtime and
ensuring seamless transitions. By highlighting these differences,
Fig. 9 provides a static view of node responsibilities, which
complements Fig. 10, where the dynamic state transitions and
message-driven role changes are detailed.

To enable seamless leader switching, GeoLM introduces a
Helper role. The role differences are illustrated in Figs. 9
and 10. During a planned leader switch, the current leader
proactively completes log synchronization by querying the target
node’s log state (e.g., via GetLastEntry()) until it receives a
Msg.LogsCompletion message from the target, confirming that
the target has caught up with all committed log entries. The
leader then transitions to the Helper state. When the Helper
receives a Msg.Heartbeat message from the new leader, it tran-
sitions to the follower state and forwards all cached requests to
the new leader. This design ensures that clients experience no
downtime during the switch. Furthermore, GeoLM adheres to
the fundamental single-leader consistency protocol of Raft. The
target node must become a candidate with the support of the
Leader before the switch can occur, giving it priority to win the
election. In rare cases where other regular follower nodes reach
their heartbeat timeout and unexpectedly initiate an election,
these nodes often share similar utility metrics with the intended
target node. This situation does not affect correctness, and its
performance impact is typically limited in practice, so it does
not require special handling.

This implementation ensures a seamless handover of leader-
ship with minimal disruption to client services while integrating
effectively with Raft’s existing election logic. Figs. 10 and 9
further illustrate the state transitions and message exchanges
under different node states in detail. Fig. 10 shows the node
state machine in GeoLM, where each node transitions among
the roles of Follower, Candidate, Leader, and Helper. The fig-
ure illustrates how different messages (e.g., Msg.Heartbeat,
Msg.LogsCompletion) and key events (e.g., heartbeat timeout,
receiving higher term) drive state transitions among these roles,
supporting GeoLM’s dynamic leader management and seamless
leader switching. Fig. 9 summarizes the key functions performed
by each node state, highlighting their roles in voting, request
processing, and leader management.

VI. EVALUATION
A. Experiment Setup

Setup: We evaluate GeoLLM using two types of experimental
settings: (i) a trace-driven simulation on a multi-node(7 nodes)
emulated geo-distributed cluster, and (ii) a real-world cloud
deployment (in Section VI-E) with two representative layouts,
namely a two-region-three-center deployment (3 servers) and a
three-region-five-center deployment (5 servers).

e Trace-driven Simulation: We employ local servers in con-
junction with the Traffic Control (TC) netem module [50] to
emulate wide-area network (WAN) conditions. To accurately
reproduce complex network behaviors, such as irregular varia-
tions in absolute delay and jitter, we leverage real-time link delay
monitoring data from the global Amazon AWS cloud [51]. We
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applied the Piecewise Cubic Hermite Interpolating Polynomial
(PCHIP) method [52] to fit the actual latency data between
global AWS servers, enabling us to smoothly reconstruct the
latency curves while preserving both the mean delay and the
distribution characteristics. Subsequently, we generated over
10,000 multidimensional (10x10) link delay matrices based
on these fitted curves. These delay matrices are then fed into
TC’s netem to dynamically simulate time-varying inter-node
delays in our geo-distributed database testbed, with real-time
monitoring to ensure emulation accuracy. This approach enables
us to realistically simulate WAN conditions in geo-distributed
database environments, providing a comprehensive evaluation
of system performance and stability.

e Real-world testbed deployment: We further deploy a multi-
node geo-distributed database across multiple geographic re-
gions to evaluate performance under real-world production con-
ditions. Clients are uniformly distributed across all participating
regions, and each client sends requests to its geographically clos-
est replica to emulate realistic geo-distributed access patterns.
The deployment includes one server in Guangzhou, two servers
in Beijing (each in a different data center), and two servers in
Shanghai (also in separate data centers). Each server is pro-
visioned as a HUAWETI Cloud c3.xlarge.2 instances, configured
with 4 vCPUs, 8 GiB of RAM, and running Ubuntu 22.04 Server
(64-bit).

Workloads: We tested on the Yahoo! Cloud Serving Bench-
mark (YCSB) [53] and selected workloads A, B, C, and D as
the primary test loads. Workload A consists of 50% reads and
50% updates, simulating high contention scenarios. Workload B
consists of 95% reads and 5% updates, simulating medium con-
tention scenarios. Workload C consists of 100% reads (virtually
no contention) with a uniform access distribution. Workload D
consists of 95% reads and 5% inserts, with contention similar to
workload B, but it supplements the evaluation of data insertion
operations. These 4 different workloads not only simulate vary-
ing contention levels for different applications and data but also
allow for direct comparison of performance under different read-
write ratios in our experiments. Overall performance is measured
using the YCSB benchmarking tool, where 20 clients generate a
closed-loop workload by simultaneously issuing requests to the
system (i.e., each client thread waits for the completion of its
previous request before issuing the next one).

Schemes: We conduct a comparative performance evaluation
of GeoLM with state-of-the-art consensus protocols. First, since
GeoLM is integrated into Raft [29] Geo-Raft [33] are considered
as baseline. We also compare GeoLM with the state-of-the-art
Raft/Paxos variants including SwiftPaxos [32], CURP [34],
Epaxos [37], Wpaxos [54] and QuePaxa [55]. Among them,
SwiftPaxos is a representative leader-management-based ap-
proach to enhance performance. CURP and Epaxos are two
representative log-replication-based approaches to enhance
performance, whereas Epaxos further represents the leaderless
consensus protocol.

Monitoring overhead: GeolLM collects runtime statistics us-
ing lightweight monitoring information piggybacked onto ex-
isting Raft heartbeat messages. In our implementation, the ad-
ditional traffic is approximately 0.9 KB/s per node in a 7-node
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cluster with a 200 ms heartbeat interval, which is negligible
compared with normal log replication traffic.

B. Performance Snapshot

Fig. 11 shows the results of a 240-minute, trace-driven emu-
lation experiment conducted on seven nodes, using three repre-
sentative workloads (A, B, and C) as defined in Section VI-A. In
this experiment, we used the same delay trace to drive the sim-
ulation, collecting system transaction latency every 10 seconds
(following YCSB’s default logging configuration), resulting in
a total of 1,440 data points. For Raft, the leader is determined by
the default election mechanism without any manual intervention.
Each experiment is executed from a fresh system state, ensuring
no carry-over effects from previous runs. We systematically ana-
lyzed GeoLM’s actual leader switching behavior and the overall
performance of the three schemes: Raft, Geo-Raft, and Ge-
oLM. The results indicate that: 1) GeoLM consistently achieves
lower latency than Raft and Geo-Raft during most time periods,
maintaining a lower overall system latency, consistent with the
results in the upper part of Fig. 12; 2) GeoLM demonstrates
lower tail latency under all three workloads, attributable to its
smooth leader switching mechanism, aligning with the lower
part of Fig. 12; and 3) GeoLM achieves better latency stability,
exhibiting smaller latency fluctuations.

Furthermore, by analyzing the delay trace matrices and leader
switch logs, we observe the following: in Workload A, Raft’s
default leader node was the first to experience significant delay
degradation, leading to an overall system delay increase. At this
point, GeoLM detected changes in key link delays and promptly
triggered a leader switch, effectively avoiding performance
bottlenecks. In Workload B, the system exhibited significant
delay fluctuations and high delays on several nodes in the early
stages, and GeoLM again performed a timely leader switch,
maintaining the lowest latency during subsequent operation. In
Workload C, GeoLM was able to effectively balance leader
switching and overall system delay stability, even under high
load and dynamic delay conditions across seven nodes. This fully
demonstrates that even under a read-only workload scenario,
GeoLM consistently outperforms Raft and Geo-Raft in terms of
overall latency.

C. Overall Performance

Method: Overall performance is measured using the YCSB
benchmarking tool, where 20 clients generate a closed-loop
workload by simultaneously sending requests to the system (i.e.,
each client thread waits for the completion of its previous request
before issuing a new one), completing 100,000 operations in
120,000 records. We monitor the average latency per request.
Rigorously and fairly, we compared GeoLM with two baseline
schemes, Raft and Geo-Raft, which were both uniformly imple-
mented in the same ETCD project and compared under the same
network traces and workloads.

Results: The subfigure at the top portion of Fig. 12 indicates
that GeoLM reduces the average transaction latency over Raft
by 29.74%, 30.77%, 15.64%, and 25.46% for Workloads A,
B, C, and D, respectively. In comparison to Geo-Raft, GeoLM
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Fig. 12.  Overall performance.
demonstrated enhancements of 23.97%, 11.89%, 2.08%, and

10.56% for Workloads A, B, C, and D, respectively. We also
examined performance under worst-case conditions, specifically
the (99th percentile) tail latency. As illustrated in the bottom
portion of Fig. 12, GeoLM’s tail latency improved over Raft
by 29.59%, 49.75%, 34.05%, and 23.21% for Workloads A, B,
C, and D, respectively. When compared to Geo-Raft, the tail
latency improvements are 19.81%, 18.33%, 4.19%, and 24.62%
for Workloads A, B, C, and D, respectively. This demonstrates
that the performance of geo-distributed transaction processing
can be greatly improved by GeoLM. Additionally, we conducted
experiments with more data nodes (e.g., 9 nodes), and the results
show consistent performance trends and relative improvements
across different system scales. The larger-scale experiments
(e.g., 9 nodes) are conducted in the trace-driven simulation
environment using latency matrices derived from real WAN
measurements (Setup is trace-driven in Section VI-A).
Analysis: First, the improvement in average and tail latency
is most significant for Workload A when comparing both Raft
and Geo-Raft. This enhancement is due to GeoLM, which
considers the read-write ratio of nodes and allocates network
resources more effectively for write operations that require
more round trips, thereby boosting overall performance. Second,
performance improvements are relatively smaller under all-read
workload (i.e., Workload C). This limitation arises because the

optimizations for write operations in GeoLM cannot be utilized
in these scenarios. Instead, only basic performance enhance-
ments can be achieved by selecting more efficient leader nodes.

D. GeoLM Deep Dive

This section first investigates the optimality, effectiveness, and
cost of the key components (i.e., Target Selection, Switching
Damping, and Leader Handover) in GeoLM. Then we discuss
the performance impact of factors such as the read-write ratio
and popularity. Finally, we compare GeoLM with more state-
of-the-art Raft/Paxos variants.

Optimality of Target Selection: To evaluate the performance
of the target selection module, we adopt three metrics: positive
return rate (the proportion of switches bringing positive returns),
switching optimality rate (the proportion of switches selecting
theoretically optimal nodes), and recall rate (the proportion of
optimal nodes captured and switched to). Specifically:

® Positive rate = number of positive switches / total number

of switches;

e Switching optimality rate = number of optimal switches /

total number of switches;

® Recall = number of positive switches / (total number

of switches + number of theoretically better nodes not
switched).

A comparison between GeoLM and the baseline scheme is
conducted in a seven-node cluster. The baseline scheme, referred
to as the median scheme, switches to a node if the median delay
between the leader node and other nodes increases by more than
10% and there exists a node whose median delay with other
nodes is smaller than that of the leader node. This heuristic serves
as a strong static baseline, as the median delay approximates the
quorum latency in majority-based protocols (see Section III-C),
making it a natural and informed criterion for leader placement.
Both schemes collect logs in multiple rounds of experiments and
stop when 40 switches are achieved.

As shown in Table II, all switches of GeoLLM are positive-
return and select optimal nodes (positive return rate 100%,
switching optimality rate 100%). However, the analysis reveals
that the damping mechanism filters out 11 optimal nodes (not
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TABLE II
SUMMARY OF TARGET SELECTION EVALUATION

Baseline GeolLM

Description

Positive 47.5% 100% Positive / Total switches
Optimal 35% 100% Optimal / Total switches
Recall  31.15%  7843% Lositive/

( Total + Omitted switches )
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(a) Damping vs. w/o damping. (b) Parameter sensitivity.

Fig. 13.  (a) Effectiveness of switching damping. (b) Performance under differ-
ent initial damping windows (wnd) with the unit of heartbeat cycle in GeoLM
(1 heartbeat cycle = 200 ms), and Raft (default).

switched), resulting in a recall rate of 78.43% (40/(40+11)). For
the median scheme, only 19 out of 40 switches are positive-
return (47.5%), and 14 select optimal nodes (optimality rate
35%), which are significantly lower than those of GeoLM. The
case of selected but not switched nodes reflected in the recall
rate is the result of the damping mechanism balancing safety
and returns, proactively avoiding instability caused by frequent
switching, which is consistent with the more cautious switching
performance of GeoLM in Fig. 11.

Robustness of Leader Handover: In rare cases, a non-target
follower may temporarily win the election during leader han-
dover due to timeout races. Across all experiments, such events
occur in less than 3% of handover attempts. We observe that
these cases do not materially change the overall latency or
throughput trends, since the elected node typically has a utility
value close to the designated target and GeoLM will re-evaluate
leader placement in subsequent cycles.

Effectiveness of Switching Damping: In this experiment, we
assessed the effectiveness of damping by controlling whether
the damping module was active and observing the performance
under both conditions. As shown in Fig. 13(a), we validated
that damping is indeed effective in improving throughput(up
to 20.34% better than not using) in GeoLM. Additionally, we
observed an interesting phenomenon: although we theoretically
bounded the switching frequency (relative to the number of
windows) in Section V-B, the initial window size, wndy, sig-
nificantly impacts performance in practice. Specifically, if the
window size is too large, it results in too few switches within
the total completion time, leading to suboptimal performance.
For example, in Fig. 13(b), when wndy is 80 times the heartbeat
cycle, its average latency is worse than when wnd, is 40 times
the heartbeat cycle. Conversely, if the window size is too small,
such as wndy being 20 times the heartbeat cycle, it results in an
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excessively high switching frequency, incurring additional costs.
This manifests as no significant improvement in average latency
but an increase in tail latency. Based on our implementation tests,
we recommend an initial window size of 40 heartbeat cycles;
while this empirical value is sensitive to network dynamics,
our adaptive MIAD mechanism (Section V-B) mitigates this by
adjusting the window based on observed conditions. As shown
by the pink square in Fig. 13(b), this configuration achieves
a balanced performance in both average and tail latency. As
shown in Table III, we compare the switching behavior with
and without the damping mechanism. Under a fixed runtime of
1000 s (about 5000 heartbeats), the Switch Count is significantly
reduced when damping is enabled. Meanwhile, the Inter-switch
interval A (hb), measured in both mean and 95th percentile
(P95), increases markedly, indicating more stable system be-
havior. At the same time, the number of Mis-triggers—spurious
attempts that briefly cross the hysteresis band without persisting
for wnd windows—is nearly zero. The event-driven updates are
also sparse and reasonable: 4y, updates occur only upon actual
switching, with their counts approximately equal to the number
of switches, while —J updates occur only after long idle periods,
remaining very rare. In contrast, without damping the system
exhibits frequent switches, shorter and less stable intervals,
and a large number of mis-triggers, lacking an effective sparse
update mechanism. These results verify the effectiveness of the
damping mechanism in suppressing oscillations and avoiding
excessive triggering.

Cost of Leader Handover: Table IV gives a breakdown of the
switching duration of GeoLM. We analyze hundreds of leader
switching and find that the target node in GeoLLM initiates an
election within 30 us after receiving the Msg.logCompletion.
The average switching duration is 153 ms. In contrast, Raft
needs to wait for a heartbeat timeout of 150-300 ms to begin
an election, with an average switching duration of 234 ms. Our
total switch time saves at least 59.90% per switching. This result
illustrates the trade-off between the short latency spike during
leader switching and the sustained reduction in steady-state
latency achieved by improved leader placement.

Effectiveness of Log Pre-Synchronization: We independently
tested the impact of log pre-synchronization during handover
on overall performance. As shown in Fig. 14, using pre-
synchronization significantly reduces average response time
under all types of workloads. This advantage becomes par-
ticularly pronounced as the write ratio increases (from Work-
load C to A). This is because a higher write ratio requires
more log synchronization, thus amplifying the benefits of log
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TABLE III
COMPARISON OF SWITCHING STABILITY AND TRIGGER SPARSITY UNDER DAMPING (1000 S RUN; HB = HEARTBEATS)

Workload Scheme Switch Count (1000s) Inter-switch interval A (hb) Mis-trig. | Updates (counts)
Meant P957 v+ —0

A w/ damping 12 420 680 1 12 3

A w/o0 damping 38 130 220 11 - -

C w/ damping 9 540 820 0 9 2

C w/o damping 24 200 340 6 - -

Notes. (1) Fixed runtime 1000s; heartbeat period ~200ms = total ~5000 hb.

(2) A is the heartbeat distance between consecutive switches; statistics computed over the run.
(3) Mis-triggers: candidate enters/exits near the hysteresis band without forming wnd consecutive positive windows.
(4) +~+ updates occur only upon actual switches; —d updates occur only after L idle windows.

TABLE IV
SWITCHING DURATION ANALYSIS

Waiting Time Election Duration Total Duration

Raft 150-300 ms 234 ms 384-534 ms
GeolLM 30 us 153 ms 154 ms
EENode 1 EZNode 2 EINode 3 -@- GeolM (5:3:2) Raft (5:3:2)
- GeolM-Poor (5:3:2)
w140 S
E v & 180
% 130 = 160
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Raft Geo-Raft GeoLM Epoch
(a) Read-write ratio (b) Popularity
Fig. 15.  (a) Performance impact of read-write ratio. The read-write ratio for

Node 1 is 50:50, Node 2 is 95:5, and Node 3 is 100:0. (b) Performance impact
of popularity. GeoLM-Poor represents a GeoLM variant that does not consider
popularity. GeoLM represents the full implementation of GeoLM under the
request distribution where the read/write requests to Nodes 1, 2, and 3 are
in proportions of 50%, 30%, and 20%, respectively. Raft represents the Raft
baseline evaluated under the identical request distribution.

pre-synchronization. Consequently, log pre-synchronization en-
hances overall performance and achieves greater performance
gains under a higher write ratio.

Performance impact of read-write ratio: We simulate different
practical application scenarios by controlling the read-write ratio
of the nodes while keeping the cluster latency and popularity
conditions consistent. Specifically, we set the read-write ratios
of Node 1, Node 2, and Node 3 to 50:50 (read-write balance),
95:5 (more reads and less writes), and 100% read (i.e., read-
only), respectively. We test the performance of each node in
each cluster (Raft, Geo-Raft, and GeoLM) under such extreme
read-to-write ratio differences, specifically showing the average
latency in Fig. 15(a). We observed varying overall performances
among the three solutions under identical cluster read-write
ratio settings, particularly in handling uneven read-write ra-
tios. Among them, Raft exhibits the weakest performance in
managing such disparities. Geo-Raft shows some improvements
overall, attributed to the backup of secretary nodes, though
these gains are not substantial. In contrast, GeoLM demonstrates

intelligent handling of uneven load distribution, seamlessly tran-
sitioning the leader node and achieving significant performance
enhancements. Specifically, GeoLM performs approximately
10.76% better than Raft and about 7.27% better than Geo-Raft
in these scenarios.

Performance impact of popularity: In this experiment, we
adjust the user request distribution across three nodes while
keeping other variables consistent to evaluate the effectiveness
of GeoLLM in handling popularity-aware workloads. All systems
are evaluated under the same request distribution, where the
read/write requests to Nodes 1, 2, and 3 follow proportions of
50%, 30%, and 20%, respectively. GeoLM-Poor represents a
variant of GeoLM that does not consider node popularity. Ge-
oLM (5:3:2) represents the full implementation of GeoLM un-
der the same skewed request distribution. GeoLM-Poor (5:3:2)
represents GeoLM-Poor evaluated under the same workload
condition. Raft (5:3:2) represents the standard Raft baseline
under the identical request distribution. Fig. 15(b) shows the
results. We observe that the throughput of Raft remains rela-
tively stable throughout the experiment. For GeoLLM, the initial
throughput is lower because the initial leader placement does
not match the request popularity, leading to additional request
redirections. From the logs, we observe that the leader switch
is completed in the first epoch. After the leader relocation, the
system performance improves quickly and GeoLM surpasses
the baseline shortly after the switch. By contrast, GeoLM-Poor
remains consistently lower, as it cannot effectively adapt the
leader placement to skewed workloads, resulting in persistent
request redirections. The subsequent increase in client-perceived
throughput is primarily a consequence of the closed-loop work-
load model employed in our experiments: as leader reloca-
tion reduces request latency, clients are able to issue new re-
quests more rapidly, resulting in a higher observed through-
put. This reflects improved responsiveness rather than directly
indicating an increase in the system’s maximum processing
capacity.

Comparison with more schemes: We further compare GeoLM
with representative consensus protocols, including the leader-
less protocol EPaxos [37], the single-leader protocol Swift-
Paxos [32], the primary-backup protocol CURP [34], and 3
WAN-oriented protocols, including multi-leader SMR that tar-
gets WANSs (e.g., Mencius [56]), WPaxos [54] and QuePaxa [55].
These systems represent different points in the consensus design
(e.g., leaderless, multi-leader, and concurrent proposer models),
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Fig. 17. Two-region-three-center scenario.

whereas GeoLM focuses on optimizing leader placement within
a leader-based protocol. Thus, these systems optimize different
aspects of the consensus process, and the comparison should
be interpreted as a performance reference rather than a strict
one-to-one comparison. We implement these schemes based on
open-source implementations [57], [58] and conceptual imple-
mentations reproduced from their paper, and evaluate all systems
under the same trace-driven simulation setup. We use 20 clients
with identical workloads in terms of read/write ratio, popularity,
and conflict rate. Fig. 16 shows that GeoLM achieves lower
average and tail latency across three representative workloads.

E. Real-World Testbed Deployment

We deploy GeoLLM in two representative scenarios to inves-
tigate GeoLM’s performance over WAN links.

Two-region-three-center deployment: We deploy three cloud
servers across two regions: two servers in different data centers
in Beijing and one in Guangzhou, forming a two-region-three-
center cluster. This type of cluster represents the most commonly
deployed scheme in primary-backup solutions, such as Huawei’s
primary-backup database systems, known for its resilience
against the failure of a data center [59]. As illustrated in Fig. 17,
the final results demonstrate that GeoLM outperformed both
Raft and Geo-Raft significantly. Specifically, GeoLM achieved
a 13.43% and 17.93% improvement in throughput compared to
Raft and Geo-Raft, respectively. In terms of average latency,
GeoLLM exhibited 15.26% lower latency than Geo-Raft and
11.89% lower latency than Raft. For tail latency, GeoLM showed
reductions of 21.12% and 18.41% compared to Geo-Raft and
Raft, respectively.

Three-region-five-center deployment: We deploy five cloud
servers across three regions: one in Guangzhou, two in differ-
ent data centers in Beijing, and two in different data centers
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in Shanghai, forming a three-region-five-center cluster, which
represents the most widely discussed and researched scheme
in academia, to withstand the failure of an entire region. As
depicted in Fig. 18, the results are as follows: In terms of
throughput, GeoLM outperforms Geo-Raft by 28.95% and Raft
by 23.27%. In terms of average latency, GeoLM shows 22.59%
lower latency than Geo-Raft and 19.02% lower than Raft. In
terms of tail latency, GeoLM demonstrates reductions of 26.45%
compared to Geo-Raft and 26.52% to Raft.

VII. DISCUSSION
A. How the Features are Selected

This section discusses the reasons for selecting the three
features in the geo-distributed leader election algorithm. Net-
work delay, node popularity, and read-write ratio are sufficient
and representative for performance-aware leader management
in geo-distributed consensus protocols. First, we intentionally
exclude low-level resource metrics such as CPU load and mem-
ory usage, since in geo-distributed deployments, the aggregate
load across data centers is more relevant than the resource status
of individual machines [60]. In fact, such low-level metrics are
often positively correlated with node popularity, which serves
as a more macroscopic indicator [61], [62]. Moreover, node
popularity can be efficiently estimated by tracking the number
of client requests, without relying on heavyweight monitoring
mechanisms. Second, although application type (e.g., OLTP vs.
OLAP) is widely considered in database scheduling, it typically
influences system behavior through workload composition, such
as read-write patterns and access skew [63], [64]. These effects
are already reflected by the read-write ratio and node popularity
in our model. Finally, our goal is to design a lightweight and
stable leader management mechanism. The selected features
offer both practical observability and low monitoring overhead.
Therefore, GeoLLM strikes a balance among accuracy, generality,
and deployment feasibility in its feature selection strategy.

B. How Does GeoLM Ensure Consistency Guarantee

GeoLM is designed to operate atop leader-based consensus
protocols such as Raft. It does not modify the core consensus
mechanism, log replication, or the voting rules that ensure safety.
Consequently, the strong consistency guarantees provided by
the underlying protocol remain unaffected, regardless of leader
switching decisions. In GeoLLM, the concept of ferm is inherited
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from Raft to coordinate leader elections. A term is a mono-
tonically increasing logical clock maintained by each node,
incremented on election timeouts or upon observing a higher
term from another node. GeoLLM retains Raft’s voting rule that
each follower can vote at most once per term and only for one
candidate.

Property I (Leader Election Safety) : GeoLM guarantees that
there is at most one leader elected per term, like Raft:

Proof Sketch: GeoLM preserves Raft’s election mechanism,
which ensures that each follower votes at most once per term
and only for a single candidate. GeoLM’s proactive leader
switching triggers a leader resignation and pre-synchronization
without modifying the term-based election protocol. Therefore,
only one leader can be elected per term, satisfying the leader
election safety property. GeoLM ensures that any leader switch
is only triggered after the current leader has committed its
log entries up to the latest state (see Section V-C). More-
over, when a new leader is selected, it synchronizes its log
before taking over leadership. This strictly follows the Raft
requirement that a leader must have all committed entries.
Consequently, GeoLM’s optimization layer does not break any
consensus safety invariants. We choose not to provide a proba-
bilistic convergence analysis because GeoLM does not redefine
the quorum model or consensus decision logic. Instead, our
focus is on optimizing performance-related aspects such as
when to switch leaders and whom to choose—while remain-
ing within the safe operational envelope of standard consensus
protocols.

C. Robustness and Failure Handling

We analyze the behavior of GeoLM under potential failures
during the leader handover process.

Failure before the leader enters the Helper state: If the
target node fails or becomes unreachable during the log pre-
synchronization phase, the current leader detects the failure
through heartbeat timeouts and aborts the handover attempt. The
leader remains active and continues serving requests. Therefore,
this scenario introduces essentially zero additional overhead
compared with normal operation.

Failure after the leader enters the Helper state: If the target
node fails after the leader has transitioned into the Helper state,
the Helper will not receive a heartbeat from a new leader. After
one election timeout, the Helper or another follower will initiate
a standard Raft election. Thus, the overhead is equivalent to
one Raft election timeout (150-300 ms in our implementation),
which is comparable to the cost of recovering from a normal
leader failure in Raft.

Impact of proactive leader switching: GeoLM bounds the
switching frequency through the damping mechanism. Within
a time window 7', the number of leader switches is lim-
ited, ensuring that the system is exposed to only a short
vulnerability window during each handover (approximately
the handover duration, ~153 ms in our implementation).
In practice, this brief exposure is outweighed by the sus-
tained performance improvements obtained from optimal leader
placement.

IEEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS, VOL. 37, NO. 8, AUGUST 2026

TABLE V
THROUGHPUT AND LATENCY SCALING WITH INCREASING NUMBERS OF
CLIENTS
Clients | Throughput (req/s) | Avg Latency (ms)
10 1180 186
20 2015 154
30 2290 167
40 2365 198
50 2372 247

D. Evaluation Under Increasing Load

Our evaluation adopts a client-driven workload model based
on YCSB. To ensure that the system is sufficiently stressed, we
scale the number of concurrent clients from 10 to 50 and measure
throughput and latency. As shown in Table V, throughput in-
creases with the number of clients and gradually saturates as the
system approaches its processing limit. This saturation indicates
that the system—rather than the clients—becomes the primary
bottleneck, suggesting that our evaluation operates close to its
capacity.

Impact on peak throughput GeoLM does not modify the
fundamental request processing path of the underlying consen-
sus protocol. Its additional components, including monitoring
and leader switching, operate outside the steady-state critical
path and are triggered only intermittently. Leader switching is
rate-limited by the damping mechanism, resulting in only a short
disruption window (approximately 153 ms), comparable to a
standard Raft election timeout. Such events occur infrequently
and therefore do not interfere with steady-state throughput.
Overall, the observed saturation behavior indicates that GeoLM
does not introduce additional bottlenecks and maintains stable
throughput as the system approaches its capacity.

E. Applicability to Other Leader-Based Protocols

GeoLLM is a general leader management framework that can
be applied to arange of leader-based consensus protocols. While
we focus on Raft, the key idea—aligning leader placement with
workload locality—extends to other designs. The effectiveness
of GeoLM fundamentally depends on whether the leader lies on
the critical path of request processing. In leader-centric protocols
such as Raft and Multi-Paxos, where all requests go through the
leader, optimizing leader placement directly reduces end-to-end
latency. In contrast, protocols with fast paths (e.g., SwiftPaxos
and CURP) partially bypass the leader, thereby reducing its
impact. Our preliminary integration results indicate that GeoLM
remains beneficial in these protocols, although with reduced
gains. Compared to about 20% latency reduction in Raft-like
systems, GeoLLM retains approximately 62.21%-87.14% of its
effectiveness in SwiftPaxos-like designs and 40.07%—70.44%
in CURP-like designs. These results are based on a lightweight
integration and serve as indicative evidence rather than a full
re-engineering of these protocols. This is because CURP further
decouples execution from the leader via speculative execution
and fast quorum replies, making leader placement less influen-
tial. Overall, GeoLLM is most effective when the leader lies on the
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critical path, while remaining applicable even when execution
is partially decoupled from the leader.

VIII. RELATED WORK

This section overviews the latest methods for enhanc-
ing the performance of geo-distributed consensus protocols,
categorized by system components: leader management (se-
lection and switching), log replication (data synchroniza-
tion efficiency), and cross-region coordination (tackling WAN
challenges).

Optimization on leader management: Leader management
has received significant attention in recent years, with various
extensions and optimizations of the Multi-Paxos [28] and Raft
protocols aiming to enhance the communication efficiency of
consensus protocols [30], [31], [32], [65]. For example, Xu
et al. [30] propose Raft-Plus, which incorporates inter-node
network delay into leader selection decisions to improve over-
all communication performance and reduce latency. Vukolic
et al. [31] introduce Droopy and Dripple, which strategically
configure the leader ensemble by analyzing historical workload
and system response latency, thus adapting more effectively to
uneven and dynamic workload conditions. Ryabinin et al. [32]
propose SwiftPaxos, which improves normal-case execution by
enabling a 1-WAN-RTT fast path via a double-vote quorum
mechanism, while maintaining its own leader-recovery mech-
anism for handling failures. While these works provide valu-
able insights, they primarily focus on either network dynamics
(e.g., Raft-Plus) or application-level workload dynamics (e.g.,
Droopy/Dripple, SwiftPaxos) in isolation, highlighting the need
for more holistic solutions that can effectively balance both
aspects.

Optimization on log replication: In terms of log replication,
the fundamental optimization strategy aims to improve system
performance by reducing communication requirements [33],
[34],[35], [36],[37], [38], [39], [40]. Existing approaches can be
broadly categorized into two main directions. The first direction
involves introducing new roles (e.g., secretary, observer, relay)
within the replication architecture to alleviate the performance
bottlenecks typically associated with the leader node. Notable
examples include Geo-Raft [33], which exploits geographical
deployment by integrating a secretary role, and Pigpaxos [35],
which leverages piggybacking to reduce replication overhead.
CURP [34] also follows this direction, using an observer-like
role to decouple durability from replication. The second direc-
tion focuses on reducing the long-distance communication cost
to minimize global database transaction time. Fast Paxos [36]
and EPaxos [37] reduce the critical communication path by
enabling more parallel consensus. Similarly, Dpaxos [38], Cock-
roachDB [39], and GeoGauss [40] improve efficiency by op-
timizing cross-region communication and reducing replication
delays. While these studies provide valuable insights, they often
require intrusive changes to the fundamental logic of log replica-
tion, which can complicate integration with existing systems. For
instance, CURP and EPaxos rely on operation commutativity,
limiting their applicability to specific scenarios. Essentially,
these variants are orthogonal to our proposed GeoLLM, which can
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be seamlessly integrated with them to further enhance overall
performance.

Optimization on Cross-Region Coordination: Cross-region
coordination addresses the challenges of WAN latency and
partition tolerance, integrating leader management and log
replication for global consistency [12], [40], [66]. Flutter [66]
minimizes long-distance transmissions by processing data lo-
cally, reducing global transaction latency for Big Data tasks.
Slog [12] categorizes transactions to avoid unnecessary cross-
region operations, leveraging deterministic features to main-
tain consistency. Carousel [67] shortens commit round trips
in WANs by optimizing result replication. GeoGauss [40] em-
ploys a multi-leader architecture with OCC (optimistic concur-
rency control) and CRDT (conflict-free replicated data types)
to enable multi-read/multi-write consistency across regions.
NoPaxos [68] and Hydra [69] offload replication coordina-
tion to the network layer, ensuring strong consistency without
heavy protocol modifications. These solutions highlight the need
for holistic optimization across system components in geo-
distributed environments. Recent WAN-oriented SMR protocols
further explore latency reduction from different perspectives.
For example, Domino [70] uses network measurements to dy-
namically choose between a Fast Paxos-like protocol and a
leader-based protocol, thereby reducing commit latency under
different WAN network conditions.

IX. CONCLUSION

This paper presents GeoLM, a leader management middle-
ware for geo-distributed consensus that balances efficiency and
stability under dynamic WAN conditions. GeoLM integrates
network and application dynamics to proactively select and
switch leaders, enabling the system to adapt to evolving net-
work conditions while controlling switching overhead. Through
leader selection and switching, GeoLM improves system re-
sponsiveness without sacrificing stability. Experimental results
show that GeoLM significantly reduces response latency and
improves client-perceived throughput in geo-distributed deploy-
ments, highlighting its practicality for real-world systems.

REFERENCES

[1] J. C. Corbett et al., “Spanner: Google’s globally distributed database,”
ACM Trans. Comput. Syst., vol. 31, no. 3, 2013, Art. no. 8.

[2] A.Lakshman and P. Malik, “Cassandra: A decentralized structured storage

system,” ACM SIGOPS Operating Syst. Rev., vol. 44, no. 2, pp. 35-40,

2010.

SnowFlake, “Snowflake database,” 2024. [Online]. Available: https://docs.

snowflake.com/en/sql-reference/snowflake-db

[4] D. Borthakur et al., “Apache hadoop goes realtime at facebook,” in Proc.
ACM SIGKDD Int. Conf. Knowl. Discov. Data Mining, 2011, pp. 1071-
1080.

[5] A. Dragojevi¢, D. Narayanan, M. Castro, and O. Hodson, “FaRM: Fast
remote memory,” in Proc. 11th USENIX Symp. Networked Syst. Des.
Implementation, 2014, pp. 401-414.

[6] T.Li,S.Ying,Y.Zhao,andJ. Shang, “Batch jobs load balancing scheduling
in cloud computing using distributional reinforcement learning,” IEEE
Trans. Parallel Distrib. Syst., vol. 35, no. 1, pp. 169-185, Jan. 2024.

[7] Z.Lietal., “FaaSFlow: Enable efficient workflow execution for function-
as-a-service,” in Proc. 27th ACM Int. Conf. Architectural Support Pro-
gram. Lang. Operating Syst., 2022, pp. 782-796.

[3

[t

Authorized licensed use limited to: Renmin University. Downloaded on July 16,2026 at 03:24:32 UTC from IEEE Xplore. Restrictions apply.


https://docs.snowflake.com/en/sql-reference/snowflake-db
https://docs.snowflake.com/en/sql-reference/snowflake-db

1788

(8]

[9]

[10]

[11]
[12]

[13]
[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

[23]

[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

[32]

[33]

[34]

IEEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS, VOL. 37, NO. 8, AUGUST 2026

X. Zhang et al., “ResTune: Resource oriented tuning boosted by meta-
learning for cloud databases,” in Proc. Int. Conf. Manage. Data, 2021,
pp. 2102-2114.

Z. Chen et al., “CompressGraph: Efficient parallel graph analytics with
rule-based compression,” Proc. ACM Manage. Data, vol. 1,no. 1,pp. 1-31,
2023.

A. Thomson, T. Diamond, S.-C. Weng, K. Ren, P. Shao, and D. J. Abadi,
“Calvin: Fast distributed transactions for partitioned database systems,” in
Proc. ACM SIGMOD Int. Conf. Manage. Data, 2012, pp. 1-12.

B. Dageville et al., “The snowflake elastic data warehouse,” in Proc. Int.
Conf. Manage. Data, 2016, pp. 215-226.

K. Ren, D. Li, and D. J. Abadi, “SLOG: Serializable, low-latency,
geo-replicated transactions,” Proc. VLDB Endowment, vol. 12, no. 11,
pp. 1747-1761, 2019.

Huawei, “Huawei cloud: Everything as a service,” 2024. [Online]. Avail-
able: https://www.huaweicloud.com/intl/en-us/

Amazon, “AWS global infrastructure,” 2024. [Online]. Available: https:
//aws.amazon.com/about-aws/global-infrastructure/?nc1=h_ls

F. Zhang, Z. Chen, C. Zhang, A. C. Zhou, J. Zhai, and X. Du, “An
efficient parallel secure machine learning framework on GPUs,” IEEE
Trans. Parallel Distrib. Syst., vol. 32, no. 9, pp. 2262-2276, Sep. 2021.
Z. Wang et al., “Large-scale measurements and prediction of DC-WAN
traffic,” IEEE Trans. Parallel Distrib. Syst., vol. 34, no. 5, pp. 1390-1405,
May2023.

T. Shaffer, T. S. Phung, K. Chard, and D. Thain, “Landlord: Coordinating
dynamic software environments to reduce container sprawl,” IEEE Trans.
Parallel Distrib. Syst., vol. 34, no. 5, pp. 1376-1389, May2023.

R. Luo, H. Jin, Q. He, S. Wu, and X. Xia, “Enabling balanced data
deduplication in mobile edge computing,” IEEE Trans. Parallel Distrib.
Syst., vol. 34, no. 5, pp. 1420-1431, May2023.

Terraform, “Deploy federated multi-cloud kubernetes clusters,” 2024.
[Online]. Available: https://developer.hashicorp.com/terraform/tutorials/
networking/multicloud-kubernetes

DatenLord, “A high-performance geo-distributed metadata manage-
ment system,” 2024. [Online]. Available: https://datenlord.github.io/xline-
home/#/

M. Mohiuddin, M. Primorac, E. Stai, and J.-Y. L. Boudec, “FCR: Fast and
consistent controller-replication in software defined networking,” IEEE
Access, vol. 7, pp. 170589-170603, 2019.

W. Li, T. Li, D. Zhang, L. Dai, and Y. Chai, “Distributed consensus al-
gorithms for cross-domain data management: State-of-the-art, challenges
and perspectives,” Big Data Res., vol. 9, no. 4, pp. 2-15, 2023.

Q. Zhang et al., “Efficient distributed transaction processing in heteroge-
neous networks,” Proc. VLDB Endowment, vol. 16, no. 6, pp. 1372—1385,
2023.

A. Taherpour and X. Wang, “HybridChain: Fast, accurate, and secure
transaction processing with distributed learning,” IEEE Trans. Parallel
Distrib. Syst., vol. 35, no. 6, pp. 968-982, Jun. 2024.

T. Li et al., “Tack: Improving wireless transport performance by taming
acknowledgments,” in Proc. Annu. Conf. ACM Special Int. Group Data
Commun. Appl. Technol. Architectures Protoc. Comput. Commun., 2020,
pp. 15-30.

Google, “Introduction to bigQuery omni,” 2024. [Online]. Available: https:
//cloud.google.com/bigquery/docs/omni-introduction

L. Lamport, “Paxos made simple,” ACM SIGACT News, Distrib. Comput.
Column, vol. 32, no. 4, pp. 51-58, Dec. 2001.

M. Burrows, “The chubby lock service for loosely-coupled distributed
systems,” in Proc. 7th Symp. Operating Syst. Des. Implementation, 2006,
pp. 335-350.

D. Ongaro and J. Ousterhout, “In search of an understandable consensus
algorithm,” in Proc. USENIX Conf. Usenix Annu. Tech. Conf., 2014,
pp. 305-319.

J. Xu, W. Wang, Y. Zeng, Z. Yan, and H. Li, “Raft-PLUS: Improving
Raft by multi-policy based leader election with unprejudiced sorting,”
Symmetry, vol. 14, no. 6, Art. no. 1122, 2022.

S.Liuand M. Vukoli¢, “Leader set selection for low-latency geo-replicated
state machine,” IEEE Trans. Parallel Distrib. Syst., vol. PD-28, no. 7,
pp. 1933-1946, Jul. 2017.

F. Ryabinin, A. Gotsman, and P. Sutra, “SwiftPaxos: Fast geo-replicated
state machines,” in Proc. USENIX Conf. Networked Syst. Des. Implemen-
tation, 2024, pp. 345-369.

Z.Xu, C. Stewart, and J. Huang, “Elastic, geo-distributed RAFT,” in Proc.
IEEE/ACM Int. Symp. Qual. Service, 2019, Art. no. 11.

S. J. Park and J. Ousterhout, “Exploiting commutativity for practical fast
replication,” in Proc. USENIX Conf. Networked Syst. Des. Implementation,
2019, pp. 47-64.

[35]

[36]
[37]

[38]

[39]

[40]

[41]
[42]
[43]

[44]

[45]
[46]

[47]
[48]

[49]

[50]

[51]
[52]

[53]

[54]

[55]

[56]

[57]

[58]

[59]

[60]

[61]

[62]

[63]

A. Charapko, A. Ailijiang, and M. Demirbas, “PigPaxos: Devouring the
communication bottlenecks in distributed consensus,” in Proc. Int. Conf.
Manage. Data, 2021, pp. 235-247.

L. Lamport, “Fast paxos,” Springer DISC, vol. 19, pp. 79-103, 2006.

1. Moraru, D. G. Andersen, and M. Kaminsky, “There is more consensus in
egalitarian parliaments,” in Proc. 24th ACM Symp. Operating Syst. Princ.,
2013, pp. 358-372.

F. Nawab, D. Agrawal, and A. El Abbadi, “DPaxos: Managing data closer
to users for low-latency and mobile applications,” in Proc. Int. Conf.
Manag. Data, 2018, pp. 1221-1236.

R. Taft et al.,, “CockroachDB: The resilient geo-distributed SQL
database,” in Proc. ACM SIGMOD Int. Conf. Manage. Data, 2020,
pp. 1493-1509.

W. Zhou et al., “GeoGauss: Strongly consistent and light-coordinated
OLTP for geo-replicated SQL database,” Proc. ACM Manage. Data, vol. 1,
no. 1, pp. 1-27, 2023.

Huawei, “GaussDB,” 2024. [Online]. Available:
huaweicloud.com/intl/en-us/product/gaussdb.html
PingCAP, “Tidb,” 2024. [Online]. Available: https://www.pingcap.com/
tidb/

A. Cloud, ‘“PolarDB,” 2024. [Online].
alibabacloud.com/en/product/polardb?_p_lc=1
A. Verbitski et al., “Amazon aurora: Design considerations for high
throughput cloud-native relational databases,” in Proc. ACM SIGMOD
Int. Conf. Manage. Data, 2017, pp. 1041-1052.

Neon, “Neon,” 2024. [Online]. Available: https://neon.tech/

R. Neiheiser, M. Matos, and L. Rodrigues, “Kauri: Scalable BFT consensus
with pipelined tree-based dissemination and aggregation,” in Proc. ACM
SIGOPS 28th Symp. Operating Syst. Princ., 2021, pp. 35-48.

ETCD, “Etcd-raft,” 2024. [Online]. Available: https://github.com/etcd-io/
etcd

T. Li et al.,, “Transmission in wide-area deterministic networking: A
survey,” J. Softw., vol. 36, no. 1, pp. 1-30, 2024.

R. Jain, “A delay-based approach for congestion avoidance in intercon-
nected heterogeneous computer networks,” ACM SIGCOMM Comput.
Commun. Rev., vol. 19, no. 5, pp. 5671, 1989.

L. Foundation, “Traffic control (TC) and network emulation (NetEm),”
2024, Accessed: Jul.23,2024. [Online]. Available: https://man7.org/linux/
man-pages/man8/tc.8.html

1. Amazon Web Services, AWS Latency Monitoring, 2024, Accessed: Jul.
23, 2024. [Online]. Available: https://aws.amazon.com/cloudwatch/

F. N. Fritsch and R. E. Carlson, “Monotone piecewise cubic interpolation,”
SIAM J. Numer. Anal., vol. 17, pp. 238-246, 1980.

B. E. Cooper, A. Silberstein, E. Tam, R. Ramakrishnan, and R. Sears,
“Benchmarking cloud serving systems with YCSB,” in Proc. ACM Symp.
Cloud Comput., 2010, pp. 143-154.

A. Ailijiang, A. Charapko, M. Demirbas, and T. Kosar, “WPaxos: Wide
area network flexible consensus,” IEEE Trans. Parallel Distrib. Syst.,
vol. 31, no. 1, pp. 211-223, Jan. 2020.

P. Tennage et al., “QuePaxa: Escaping the tyranny of timeouts
in consensus,” in Proc. 29th Symp. Operating Syst. Princ., 2023,
pp. 281-297.

Y. Mao, F. P. Junqueira, and K. Marzullo, “Mencius: Building efficient
replicated state machines for wans,” in Proc. USENIX Conf. Operating
Syst. Des. Implementation, vol. 8, 2008, pp. 369-384.

A. Ghodsi, I. Etxeberria, and B. Ailidani, “Paxi: A framework for paxos
protocol implementations,” 2018, Accessed: Jan. 18, 2026. [Online].
Available: https://github.com/ailidani/paxi

L. Josiak et al., “Mencius: Multi-leader state machine replication protocol
(implementation),” 2018, Accessed: Mar. 1, 2026. [Online]. Available:
https://github.com/552- 19sp/Mencius

Huawei Cloud, “Two-site and three-center disaster recovery solution,”
2024, Accessed: Jul. 22, 2024. [Online]. Available: https://support.
huaweicloud.com/intl/en-us/bestpractice-sdrs/sdrs_bp_cbr_0000.html
U. Krishnaswamy et al., “OneWAN is better than two: Unifying a split
WAN architecture,” in Proc. 20th USENIX Symp. Networked Syst. Des.
Implementation, 2023, pp. 515-529.

A. Kumar et al., “BWE: Flexible, hierarchical bandwidth allocation for
wan distributed computing,” in Proc. ACM Conf. Special Int. Group Data
Commun., 2015, pp. 1-14.

M. Dalton et al., “Andromeda: Performance, isolation, and velocity at scale
in cloud network virtualization,” in Proc. 15th USENIX Symp. Netw. Syst.
Des. Implementation, 2018, pp. 373-387.

R. Rehrmann, C. Binnig, A. Bohm, K. Kim, and W. Lehner, “Sharing
opportunities for OLTP workloads in different isolation levels,” Proc.
VLDB Endowment, vol. 13, pp. 1696-1708, 2020.

https://www.

Available:  https://www.

Authorized licensed use limited to: Renmin University. Downloaded on July 16,2026 at 03:24:32 UTC from IEEE Xplore. Restrictions apply.


https://www.huaweicloud.com/intl/en-us/
https://aws.amazon.com/about-aws/global-infrastructure/{?}nc1$=$h_ls
https://aws.amazon.com/about-aws/global-infrastructure/{?}nc1$=$h_ls
https://developer.hashicorp.com/terraform/tutorials/networking/multicloud-kubernetes
https://developer.hashicorp.com/terraform/tutorials/networking/multicloud-kubernetes
https://datenlord.github.io/xline-home/#/
https://datenlord.github.io/xline-home/#/
https://cloud.google.com/bigquery/docs/omni-introduction
https://cloud.google.com/bigquery/docs/omni-introduction
https://www.huaweicloud.com/intl/en-us/product/gaussdb.html
https://www.huaweicloud.com/intl/en-us/product/gaussdb.html
https://www.pingcap.com/tidb/
https://www.pingcap.com/tidb/
https://www.alibabacloud.com/en/product/polardb{?}_p_lc$=$1
https://www.alibabacloud.com/en/product/polardb{?}_p_lc$=$1
https://neon.tech/
https://github.com/etcd-io/etcd
https://github.com/etcd-io/etcd
https://man7.org/linux/man-pages/man8/tc.8.html
https://man7.org/linux/man-pages/man8/tc.8.html
https://aws.amazon.com/cloudwatch/
https://github.com/ailidani/paxi
https://github.com/552-19sp/Mencius
https://support.huaweicloud.com/intl/en-us/bestpractice-sdrs/sdrs_bp_cbr_0000.html
https://support.huaweicloud.com/intl/en-us/bestpractice-sdrs/sdrs_bp_cbr_0000.html

XU et al.: GEO-DISTRIBUTED LEADER MANAGEMENT OF CONSENSUS PROTOCOL: MODELING, ANALYSIS, AND IMPLEMENTATION 1789

[64]

[65]

[66]

[67]

[68]

[69]

[70]

A. Pavlo, C. Curino, and S. Zdonik, “Skew-aware automatic database
partitioning in shared-nothing, parallel OLTP systems.,” in Proc. ACM
SIGMOD Int. Conf. Manage. Data, Association for Computing Machinery,
2012, pp. 61-72.

E. Sakic, P. Vizarreta, and W. Kellerer, “SEER: Performance-aware leader
election in single-leader consensus,” 2021, arXiv:2104.01355.

Z. Hu, B. Li, and J. Luo, “Time-and cost-efficient task scheduling across
geo-distributed data centers,” IEEE Trans. Parallel Distrib. Syst., vol. 29,
no. 3, pp. 705718, Mar. 2018.

X. Yan et al., “Carousel: Low-latency transaction processing for globally-
distributed data,” in Proc. ACM SIGMOD Int. Conf. Manage. Data, 2018,
pp. 231-243.

J.Li, E. Michael, N. K. Sharma, A. Szekeres, and D. R. Ports, “Just say NO
to paxos overhead: Replacing consensus with network ordering,” in Proc.
USENIX Conf. Operating Syst. Des. Implementation, 2016, pp. 467-483.
1. Choi, E. Michael, Y. Li, D. R. Ports, and J. Li, “Hydra: Serialization-Free
network ordering for strongly consistent distributed applications,” in Proc.
USENIX Conf. Networked Syst. Des. Implementation, 2023, pp. 293-320.
X. Yan, L. Yang, and B. Wong, “Domino: Using network measurements to
reduce state machine replication latency in wans,” in Proc. 16th Int. Conf.
Emerg. Netw. EXperiments Technol., 2020, pp. 351-363.

Duling Xu is currently working toward the PhD de-
gree with the Information School, Renmin University
of China. Her major research interests include dis-
tributed databases, networking, and distributed Big
Data systems.

Tong Li (Member, IEEE) received the PhD degree
from Tsinghua University, China, in 2017. He worked
as a chief engineer with Huawei before 2022, and
currently, he serves as an associate professor with
Renmin University of China. His research interests in-
clude networking, distributed systems, and Big Data.

Yunpeng Chai (Member, IEEE) received the PhD
degree from Tsinghua University, China, in 2009.
He is currently a professor with the School of In-
formation, Renmin University of China, where he
also serves as the dean of the School of Information.
His research interests include intelligent computing,
distributed systems, and database systems.

Dafang Zhang received the master’s degree from
the School of Information of Renmin University of
China, in 2025.

Wi

Zegang Sun received the BE degree from Xiamen
University, Fujian, China, in 2023. He is currently
working toward the MS degree with the Renmin
University of China. His research interests include
congestion control and distributed consensus.

Weiming Li received the MS degree from the Renmin
University of China, in 2024. His research interests
include distributed databases.

Jiaqi Liang received the master’s degree from
Northeastern University. Currently a senior engineer
with Huawei, he focuses on distributed database
kernel software and high-performance execution
frameworks.

Yang Ren (Member, IEEE) is responsible for the
competence of Huawei Data infrastructure. In his-
tory, successfully build Huawei self-developed flag-
ship OLAP system DWS and Huawei OLTP system
GaussDB as the chief architecture and chief expert.

Wei Lu (Member, IEEE) is a professor and PhD
supervisor with the Renmin University of China, and
a member of the Database Professional Committee
of CCF. His research focuses on database theory, Big
Data system development, and spatio-temporal query
processing.

Xiaoyong Du (Member, IEEE) received the PhD de-
gree from the Nagoya Institute of Technology, Japan,
in 1997. He is currently a professor and doctoral
supervisor with the Renmin University of China. His
research interests include Big Data, data engineering,
and knowledge engineering.

Authorized licensed use limited to: Renmin University. Downloaded on July 16,2026 at 03:24:32 UTC from IEEE Xplore. Restrictions apply.




<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Algerian
    /Arial-Black
    /Arial-BlackItalic
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BaskOldFace
    /Batang
    /Bauhaus93
    /BellMT
    /BellMTBold
    /BellMTItalic
    /BerlinSansFB-Bold
    /BerlinSansFBDemi-Bold
    /BerlinSansFB-Reg
    /BernardMT-Condensed
    /BodoniMTPosterCompressed
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /BritannicBold
    /Broadway
    /BrushScriptMT
    /CalifornianFB-Bold
    /CalifornianFB-Italic
    /CalifornianFB-Reg
    /Centaur
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /Chiller-Regular
    /ColonnaMT
    /ComicSansMS
    /ComicSansMS-Bold
    /CooperBlack
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FootlightMTLight
    /FreestyleScript-Regular
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /HarlowSolid
    /Harrington
    /HighTowerText-Italic
    /HighTowerText-Reg
    /Impact
    /InformalRoman-Regular
    /Jokerman-Regular
    /JuiceITC-Regular
    /KristenITC-Regular
    /KuenstlerScript-Black
    /KuenstlerScript-Medium
    /KuenstlerScript-TwoBold
    /KunstlerScript
    /LatinWide
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaBright
    /LucidaBright-Demi
    /LucidaBright-DemiItalic
    /LucidaBright-Italic
    /LucidaCalligraphy-Italic
    /LucidaConsole
    /LucidaFax
    /LucidaFax-Demi
    /LucidaFax-DemiItalic
    /LucidaFax-Italic
    /LucidaHandwriting-Italic
    /LucidaSansUnicode
    /Magneto-Bold
    /MaturaMTScriptCapitals
    /MediciScriptLTStd
    /MicrosoftSansSerif
    /Mistral
    /Modern-Regular
    /MonotypeCorsiva
    /MS-Mincho
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /NiagaraEngraved-Reg
    /NiagaraSolid-Reg
    /NuptialScript
    /OldEnglishTextMT
    /Onyx
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Parchment-Regular
    /Playbill
    /PMingLiU
    /PoorRichard-Regular
    /Ravie
    /ShowcardGothic-Reg
    /SimSun
    /SnapITC-Regular
    /Stencil
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /TempusSansITC
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanMTStd
    /TimesNewRomanMTStd-Bold
    /TimesNewRomanMTStd-BoldCond
    /TimesNewRomanMTStd-BoldIt
    /TimesNewRomanMTStd-Cond
    /TimesNewRomanMTStd-CondIt
    /TimesNewRomanMTStd-Italic
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Times-Roman
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /VinerHandITC
    /Vivaldii
    /VladimirScript
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZapfChanceryStd-Demi
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages false
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 900
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.00111
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages false
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 1200
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.00083
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages false
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.00063
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Suggested"  settings for PDF Specification 4.0)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


