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Abstract

In virtual private network (VPN) tunnel mode, the entire original packet, including the header’s five-tuple information, is encrypted,
which prevents traditional scheduling algorithms from evenly distributing packets to central processing unit (CPU) cores based on
packet header information. To address the need for data security and encrypted packet scheduling, we propose a novel framework,
named REFS (receive encrypted flow steering), for accelerated receive encrypted flow steering. This work creatively adopts a new
method that allows encrypted packets to be distributed across CPU cores without decrypting them, overcoming limitations of traditional
scheduling approaches. It efficiently distributes encrypted packets across CPU cores, enabling dynamic allocation of CPU resources. A
key feature of REFS is its ability to perform this distribution without decrypting the packets, which enhances dynamic load balancing and
improves system responsiveness. When integrated into the Linux kernel’s VPN functionality, REFS can potentially increase throughput
by up to 50% compared to WireGuard, which is a benchmark for kernel-based VPN performance. Upon integration of REFS into userspace,
network performance shows significant improvements: throughput doubles, while latency is reduced by 80%.

1. INTRODUCTION

Within the realm of computer networking, network endpoints,
typified by network interface cards (NICs), shoulder the critical
responsibility of distributing packets destined for diverse loca-
tions to specific central processing unit (CPU) cores for processing,
thereby facilitating load balancing. This pivotal process, known
colloquially as packet scheduling or steering, adheres to the foun-
dational principle of assigning identical data streams to a con-
sistent CPU core for processing [1]. This ensures the preservation
of packet sequence integrity, optimizes cache utilization, mini-
mizes the overhead associated with context switching. Amidst
the burgeoning proliferation of multi-core processors, the imper-
ative for sophisticated scheduling mechanisms has intensified.
Against this backdrop, a plenty of innovative technologies has
surfaced. Chief among these is receive side scaling (RSS) [2], now
ubiquitously supported by high-speed NICs, alongside kernel-
based receive packet steering (RPS) [3], prevalently employed by
conventional NICs. As the functional prowess of NICs continues to
evolve, novel scheduling algorithms have burgeoned, exemplified
by RSS++ [4] and eRSS [5], heralding enhanced adaptability and
scalability in network processing paradigms.

As the emphasis on privacy protection continues to increase,
especially in areas involving sensitive data transmission and pri-
vacy protection, more secure virtual private network (VPN) tun-
nel mode, such as IPSec tunnel mode [6] and WireGuard [7],
are usually adopted. However, traditional RSS technology cannot
effectively support VPN tunnel modes. This is because, unlike
IPSec transport mode [8], the entire original packet is encrypted,
including the 5-tuple information in the original header. On the

other hand, existing technologies such as RSS heavily rely on
five-tuple information to distribute packets. This homogeneity
engenders a critical challenge: steering technologies akin to RSS
are rendered ineffective due to the indistinguishable nature of
encrypted packet headers. As a consequence, current scheduling
algorithms are limited to assigning encrypted packets to a solitary
processing core, which engenders significant resource imbalance.
Certainly, packets emanating from a contiguous flow can be
arbitrarily assigned to different CPU cores randomly, but this will
violate the CPU affinity principle and hurt cache efficiency.

The encryption scheme in VPN causes the generated message
to bear the maximum possible entropy [9], i.e. the same text
can produce different encryption results at different times. How-
ever, this feature prevents us from effectively extracting header
information from encrypted packets for distribution. In the quest
to surmount the challenges inherent in identifying encrypted
data packets, novel methodologies leveraging machine learning
and deep learning algorithms [10-16] have surfaced. While some
of these works support real-time encrypted traffic classification
[10-12], many others do not [13-16]. In both cases, their accuracy
cannot reach 100%. Besides, they exhibit limitations in terms
of practical applicability as distribution criteria, coupled with
deficiencies in interpretability and performance.

In addressing the challenge of distributing data packets within
fully encrypted environments, we present a novel load-balancing
technology, specifically tailored for encrypted packets, coined as
receive encrypted flow steering (REFS). It leverages the inher-
ent features of homomorphic encryption (HE) [17], which allows
operations to be performed on ciphertext without exposing the
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plaintext. This enables results as though the operations were
executed directly on the plaintext itself. This enables performing
addition or multiplication operations on partial ciphertext within
packets and allocating them to disparate CPU cores based on the
results following a preordained strategy. In essence, REFS ensures
efficient packet scheduling without decryption, improving system
performance and efficiency while strongly maintaining data pri-
vacy and security. Our contributions include:

e We propose REFS as a transformative framework dedicated
for accelerated receive encrypted flow steering. A cardinal
attribute of REFS lies in its capability to proficiently dissem-
inate encrypted packets across CPU cores without recourse
to decryption, thereby enabling dynamic load-balancing and
enhancing system responsiveness.

e Through the meticulous derivation of the theoretical founda-
tions underpinning REFS via mathematical formulations, we
substantiate its universality. This affirmation empowers us
to efficaciously orchestrate packet allocation to CPU cores,
queues, sockets, etc., thereby catalyzing more agile and effi-
cient data processing and transmission paradigms.

e We propose a systematic method for the integration of REFS
into VPN infrastructures. Comprehensive evaluations have
elucidated that the amalgamation of REFS within a kernel-
based VPN milieu can precipitate a throughput augmentation
of 30%—-40%. Similarly, more pronounced benefits are yielded
by integrating REFS into a user-space VPN, with throughput
enhancements doubling and latency being reduced by 80%.

2. BACKGROUND AND MOTIVATION
2.1. VPN technology

VPN serve as indispensable infrastructures, enabling the estab-
lishment of secure, encrypted connections over potentially less
secure networks, such as the Internet, preventing data theft,
surveillance, or tampering, thereby ensuring data confidentiality
and integrity. As a crucial tool for remote office and remote con-
nection, VPNs find widespread application across a myriad of sec-
tors, encompassing individual users, businesses, organizations,
and government institutions, holding significant importance.

The present-day mainstream Layer 3 (L3) VPN solutions pre-
dominantly encompass IPSec, OpenVPN, and WireGuard. L3 VPN
operates at the IP layer, providing routing functionality, making
it suitable for complex communications across different sub-
nets and large-scale expansion scenarios. IPSec, as the most
established solution, comes with a complex configuration and
high maintenance costs. OpenVPN, distinguished by its open-
source nature, is dependent on third-party software, exhibiting
low performance and high latency, as reported in [18]. In contrast,
WireGuard, as a vanguard in VPN technology, has been integrated
into the Linux 5.6 kernel, representing a new generation of VPN
technology.

The encapsulation methodologies employed by VPNs are cat-
egorized into transport mode and tunnel mode. Transport mode,
exemplified by IPSec Transport Mode and OpenVPN, is primarily
employed to safeguard upper-layer application protocols, wherein
encryption is confined to the payload component of packets.
Herein, the RSS technology, which exploits packet header infor-
mation for steering decisions, retains its effectiveness. Conversely,
tunnel mode assumes critical importance in scenarios requir-
ing enhanced data security, encompassing privacy preservation
and inter-network communication. Under tunnel mode, as man-
ifested in IPSec tunnel mode and WireGuard [19], the entire

packet is encrypted, followed by encapsulation into a new IP
packet. Encrypted packet headers exhibit uniformity, devoid of
distinguishing features. This mode is chiefly employed when the
actual source and destination of a packet are not the source or
destination of the VPN, exemplified by a host located behind a
security gateway.

2.2. Problem statement

Network packets typically comprise a header and a payload, with
the former encapsulating essential metadata, inclusive of source
and destination addresses, ports, and protocols, etc., whereas the
payload carries the substantive user data. When packets share
identical header information, they are considered to belong to
the same flow. To ensure streamlined packet processing, hosts
typically assign identical data flows to a singular CPU core, as
depicted by the blue line in Fig. 1. This stratagem optimally lever-
ages CPU caching effects, mitigates context switching overhead,
and consequently augments system performance and efficiency.

For high-speed NICs integrated with RSS technology, incoming
packets are initially parsed to extract the header information.
The NIC’s pre-configured hash functions calculate a hash value
based on either a subset or the entirety of the header information
[20]. Subsequently, the resultant hash value’s lower bits then
serve as an index for the redirection table (RETA), which provides
the corresponding CPU core number for packet dissemination.
Analogous load-balancing technologies akin to RSS also follow a
similar process. Similar load-balancing technologies adhere to a
similar paradigm.

However, the advent of VPN tunnel mode introduces a conun-
drum, as it mandates the encryption of all primal data, encom-
passing the packet header, rendering the extraction of flow infor-
mation from encrypted traffic impossible, as shown by the purple
linein Fig. 1. Consequently, our objective is to architect a universal
framework capable of directly handling encrypted packets for
scheduling. Precisely, upon the NIC’s reception of a packet, it can
reach decisions based on limited flow information to accurately
schedule the packet to different CPU cores for subsequent decryp-
tion, processing, and other operations, thereby achieving optimal
load-balancing.

2.3. Related work

Enhanced efficiency in network packet processing can be attained
through the acceleration of hardware processing velocities or
by augmenting the hardware infrastructure. Yet, contemporary
challenges have emerged, particularly with the individual CPU
core processing speeds reaching a plateau, instigating a pro-
nounced proliferation in the number of CPU cores embedded
within servers. This paradigm shift toward multi-core architec-
tures facilitates superior processing capabilities via parallel pro-
cessing mechanisms, enabling optimized resource allocation and
task management, thus significantly bolstering the holistic sys-
tem performance and operational efficiency. In accordance with
their specific operational locales within the server, load-balancing
methodologies can be bifurcated into two primary categories:
NIC-based implementations and kernel-based implementations,
as illustrated in Fig. 2.

2.3.1. NIC-based implementations

Based on the technological advancements in NICs, particularly
focusing on the utilization of hardware features like multi-
queue capabilities, a sophisticated scheduling mechanism can
be achieved, as illustrated in Fig. 2a. Multi-queue NICs facilitate
the distribution of incoming traffic to distinct hardware queues,
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Figure 1. The processing flow of RSS technology. The blue line represents the processing flow for non-encrypted packets, while the purple line

indicates that RSS is unable to extract the 5-tuple of encrypted packets.
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Figure 2. Two main kinds of load-balancing techniques (a) Implemented using NIC technology. (b) Implemented using kernel technology.

enabling each CPU core to retrieve data from its designated queue.
This meticulous arrangement ensures a structured processing
sequence for packets and facilitates concurrent processing on
multi-core systems. By effectively reducing the CPU load burden
and maximizing system resources, the efficiency of network
processing can be significantly enhanced.

Presently, modern high-speed NICs offer support for various
established load-balancing technologies. One prominent example
is RSS [21], a feature integrated into most contemporary high-
speed NICs. RSS employs a RETA to implement a mechanism
akin to consistent hashing. Upon receiving a data packet, the NIC
conducts a hash calculation based on specific protocol-defined
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fields and then selects a hardware queue by consulting the RETA
using the hash value. Each CPU core is assigned a hardware queue
to process the packets efficiently, thereby distributing the packet
processing workload across multiple cores.

Another notable technology is Flow Director [22], introduced
by Intel, which entails precise matching of packet fields and
their assignment to designated queues. The NIC maintains a Flow
Director table containing field-matching keywords and corre-
sponding actions to be executed post-match. Upon packet recep-
tion, the NIC references the Flow Director table using the key-
words, matches the packet, and processes it as per the specified
action. This method surpasses RSS by not only directing packets to
the relevant core for interrupt handling but also forwarding them
to the pertinent process.

Additionally, accelerated receive flow steering (aRFS) [23]
leverages hardware acceleration to enhance processing speed
by directly routing packets to the CPU core where the consuming
application thread is situated. In comparison to RFS, aRFS excels
in efficiently forwarding packets to the CPU core executing the
application or to an adjacent core in the cache hierarchy, thereby
achieving superior performance.

In recent years, a plethora of optimization techniques have
been continuously introduced to further enhance network pro-
cessing efficiency. RSS++ [4], for instance, offers dynamic adjust-
ment of the RETA, facilitating a more optimized workload distri-
bution among CPU cores. eRSS [5] relies on programmable hard-
ware NICs to embed packet scheduling functionality within the
Taurus MapReduce architecture [24]. The Map operation involves
computing the weighted consistent hash distance of each data
packet to every core, while the reduce phase identifies the nearest
allocated core. Additionally, Sprayer [25] ensures that all control
packets of the same TCP connection are processed on a single
core. Diverging from RSS, sprayer operates by computing packet
checksums instead of hash values based on the header, thereby
offering a distinct approach to packet processing optimization.

2.3.2. Kernel-based implementations

Kernel-based methodologies hinge upon leveraging the inherent
functionalities of the kernel, encompassing soft interrupts and
software queues for scheduling purposes, as depicted in Fig. 2b.
Herein, one or more designated cores are tasked with fetching
packets from the network interface and depositing them into
a centralized software queue. Subsequently, multiple processing
cores draw packets from this shared queue for further handling.
However, the act of packet retrieval from the device itself incurs
consumption of CPU resources, consequently diminishing the
pool of cores available for the execution of actual processing
tasks. Moreover, the inter-core data transfer exacerbates latency,
culminating in reduced efficiency—a hallmark challenge faced by
kernel-based approaches.

Traditional NICs are characterized by their rudimentary func-
tionality, often featuring a singular queue structure, which fell
short in capitalizing on the full potential of multi-core CPUs. To
bridge this performance gap, a plethora of software-oriented load-
balancing paradigms have surfaced. Representative among these
is the RPS [3] technology, which ingeniously harnesses software-
driven strategies to emulate the capabilities of RSS, effectuating
the dispersion of packets across multiple CPU cores. Similarly,
RFS [2], a purely software-implemented solution, mirrors the
functionalities of adaptive RSS (aRSS), with its primary aim being
the enhancement of data cache hit ratios by steering kernel-level
packet processing activities to the specific CPU core hosting the
application thread consuming said packets.

Affinity-accept [26] and sprayer stand as additional schedul-
ing algorithms tailored for transmission control protocol (TCP)
connections. Affinity-accept exhibits the capability to orchestrate
both incoming and outgoing data packets associated with a par-
ticular TCP connection to be processed on a consistent CPU core.
While this strategy yields commendable performance enhance-
ments, its load-balancing efficacy is contingent upon the arrival
of fresh connections, thereby presenting limitations in dynamic
load distribution scenarios.

2.3.3. Comparison of related work

The assessment of various technologies hinges on four pivotal
dimensions: performance, stability, scalability, and capability to
handle encrypted traffic. A comprehensive summary of these
attributes for extant load-balancing strategies is encapsulated in
Table 1. Evaluation outcomes are stratified using a quintessential
grading system denoted as high, medium, and low levels, respec-
tively, whereas No and Yes succinctly signify the absence or pres-
ence of support for encrypted traffic classification capabilities.

2.4. Motivation

Research on technologies pertaining to network packet manage-
ment, data stream optimization, and TCP connection enhance-
ments holds promise for augmenting network processing efficacy
and resource utilization. Nonetheless, the proficient management
of VPN traffic across the Internet landscape persists as a
formidable challenge. The default RSS technology embedded
within NICs may inadvertently consign all encrypted traffic to
a singular CPU core for processing, engendering suboptimal load
distribution. Conversely, purely software-oriented methodologies
frequently grapple with inefficiency conundrums. In response,
our proposed REFS endeavors to proficiently disseminate
encrypted packets across multiple CPU cores. Envisioned as
a universal architectural paradigm, REFS is poised to address
analogous issues and extend its purview to surmount scheduling
intricacies within the context of VPN cluster environments.

3. MATHEMATICAL ANALYSIS OF REFS

By incorporating and refining prevalent methodologies endemic
to the networking domain, we apply transformations to the HE
algorithm, yielding fascinating insights. These insights serve as
the foundational pillars of our theoretical framework, steering
the conceptualization and design of the REFS framework. This
section commences by showcasing the logical reasoning process
behind these conclusions and proceeds to illustrate their prag-
matic deployment.

3.1. Objective of encrypted flow scheduling

An array S is utilized to represent the collection of flows, wherein
each element s; signifies the fingerprint of a particular flow. Simi-
larly, an array D is employed to denote the resources requisitioned
for processing network packets (such as CPU, queue, socket, etc.),
where d; representing the unique identifier of each resource. As
previously discussed, in VPN tunnel mode, the crucial information
of the flows undergoes encryption. Henceforth, an array Se is
introduced to signify the encrypted flows, wherein se; corresponds
to the fingerprint of an encrypted flow.

S:[Sl,SQ,...,Sn],D:[d1,d2,‘..,dm],m <=n (1)

Se = Enc(S) = [seq, Sy, ..., Sen], se; = Enc(sy) 2)
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Table 1. Overview of load-balancing methods for packet receiving

REFS | 5

Method Performance Stability Scalability Support encrypted flow
RSS High High Low No

aRFS High High Low No

RSS++ High High High No

eRSS High High High No

Sprayer High Medium Low No

RPS High Medium Medium No

RFS High Medium Medium No

REFS High High High Yes

where Enc represents the encryption operation.

Our objective is to systematically allocate the encrypted traffic
Se to the resource pool D in a predictable manner. Specifically, if
the unencrypted traffic s; is assigned to d;, it is incumbent that
the corresponding encrypted traffic se; should also be similarly
designated to d;.

dj =f(s),dj =f (sep) (3)

where f and f represent the scheduling functions, with f com-
monly being a hash function.

Considering the rapid transmission speed of network flows,
our focus pivots around reducing the computational overhead
during real-time processing, alongside enhancing the processing
speed of the scheduling strategy. To effectuate this objective, we
proactively encrypt the resources antecedently, engendering Se.

De = Enc(D) = [dey, dey, ..., den], dej = Enc(d;) 4)

To further streamline the objective of the scheduling strategy,
we aim to allocate the encrypted traffic Se to De, while ensuring
that for any given i:

de; = F(se;) (5)

Moving forward, our objective is to identify the encryption
algorithm Enc and the scheduling function F that satisfy the given
requirements.

3.2. The properties of FHE

To achieve dynamic scheduling of encrypted messages, compu-
tations on encrypted data inevitably become necessary. Privacy-
preserving computation [27] offers an insight by enabling data
analysis and computation without exposing the raw data, thereby
ensuring that data ownership and privacy are effectively pro-
tected. Among the arsenal of privacy-computing technologies, HE
stands as a key technology [17]. Contrary to the orthodox encryp-
tion schemes, wherein decryption is a prerequisite for any com-
putational operations, HE facilitates direct manipulations upon
encrypted data, yielding that remain enshrouded in encryption
[28]. This inherent attribute of HE enables the conduct of secure
data processing, concurrently preserving privacy.

HE encompasses a spectrum of cryptographic schemes, such
as partially HE (PHE) and fully HE (FHE). PHE [29] restricts compu-
tational capabilities to a specific subset, permitting limited oper-
ations such as addition or multiplication on encrypted data. Con-
versely, FHE [30] enables arbitrary computations to be executed on
encrypted data, providing a superior level of functionality, albeit
at the cost of increased computational complexity. If an encryp-
tion scheme supports the operations shown in Equation 1, it is

deemed homomorphic on operation . An encryption algorithm
that satisfies the homomorphism of any operation is called FHE.

E(h) * E(Iz) = E(Il * 12), 11, 12 el (6)

3.3. Proof of scheduling principles

Building upon the foundational principles of homomorphic
encryption, we draw a compelling inference that can be applied
to network packet scheduling. Given that FHE facilitates the
execution of arbitrary computations, we define a relatively simple
function here.

fx)=xxc 7)

Where, ¢ can be a numeric value, and satisfies the following
conditions:

fx)eD,xeS (8)

Therefore,

Enc[f (x)] € De ©9)

Performing FHE on the variables x and c yields the following
results:

E(x) = Enc(x), E(c) = Enc(c) (10)

Based on equation 6, we can obtain:

E[f(0)] = EX) *E(c) (11)

Therefore, when handling data, if we can allocate the plaintext
x to the target array H according to the rules specified by function
f, then for the ciphertext E(x) of x, we can allocate it to D,, where
D, can be computed from H.

Given that our objective is to dynamically schedule and allo-
cate ciphertexts into D,, we define a new function F:

F(y) =y *E(c) (12)

Thus, when x belongs to the set S, and f(x) can allocate x
into the array D, we can deduce the function F(y) from f(x). The
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outcome of applying F(y) to E(x) is necessarily predictable, thus
proving the existence of such a function:

FIEx)] = E(X)*E(c) e De,x €S (13)

3.4. Application promotion in CPU allocation
scenarios

We regard the network data flow fingerprint, flow_fingerprint, as
the variable x, as described in Section 3.2. We define Q as the
system resources used to handle network data flows, including
CPU cores, queues, sockets, etc. The scheduling objective is to
allocate encrypted data flows to resources within Q. The actual
processing may vary slightly depending on the type of resource,
and we use CPU cores as an example for analysis. First, we identify
the available CPU cores and assign them identifiers:

Q=1[91,92, .., qn] (14)

To enhance scheduling efficiency, we map the encrypted data
flows to an equivalent array Eq that corresponds to Q. Eq is derived
by applying FHE sequentially to the elements in Q:

EQ = [eq1,eq2, ..., €qn] (15)

Next, we design a function f, such that the computation result
of flow_fingerprint satisfies the following conditions:

f(flow_fingerprint) € Q (16)

Upon dispatch of packets, should homomorphic encryption be
concurrently applied to the fingerprint of the flow, the recipi-
ent entity is endowed with the capability to allocate encrypted
traffic to disparate CPU cores (EQ). An in-depth exploration of
the methodologies for fingerprint extraction and the execution
of homomorphic encryption during packet transmission is delin-
eated in Section 4.

Building upon the inferential closure presented in Section 3.3,
one may deduce function F from antecedent function f. Upon
receipt of an encrypted packet, computations employing function
F can be executed by the receiving end, with the resultant value
invariably residing within the domain of Eq. Subsequent to this
calculation, the determination of the appropriate CPU core for
packet dispatch becomes feasible.

4. THE FRAMEWORK OF REFS

Protocols like WireGuard incorporate reserved fields in their
packet headers, a feature that affords protocol designers the
flexibility to accommodate future needs and modifications
without disrupting current functionality. By leveraging these
reserved fields, we are capable of extending the functionality of
VPN. Given the inherent encryption of all data traversing the VPN
conduit, the differentiation of distinct data flows emerges as a
critical challenge. To address this, our proposed REFS extracts
the header metadata and generates flow fingerprints. These
fingerprints are then subjected to homomorphic encryption, and
subsequently encapsulated in the reserved field to differentiate
flows.

REFS consists of two complementary components: the initia-
tor and the responder, as depicted in Fig. 3. The initiator bears
the responsibility for extracting flow fingerprints, encrypting,
modifying packet headers, and packet scheduling. Prior to the
transmission of a packet, the initiator retrieves the fingerprint
of the original flow prior to its encryption by the VPN, applies
homomorphic encryption to the fingerprint, and integrates the
encrypted fingerprint into the reserved field of the outbound
VPN packet. Conversely, the responder is responsible for receiving
packets, maintaining the RETA, decrypting incoming packets, and
redirecting packets to their intended destinations. Specifically,
upon receipt of a packet, it extracts the encrypted fingerprint from
the reserved field, decrypts it to retrieve the original flow finger-
printinformation, and schedules packets based on the fingerprint.

4.1. Implementation strategy

To ensure that the REFS framework is versatile and scalable, we
have integrated eBPF and XDP technologies into its implemen-
tation. The versatility and scalability of REFS are demonstrated
in several attributes: (i) The REFS program can be dynamically
loaded and unloaded during runtime, imparting a high degree of
flexibility. (if) REFS can augment the kernel’s capabilities without
necessitating alterations to the kernel source code. (iii) By operat-
ing within the Linux kernel space, REFS facilitates immediate data
processing upon packet arrival or departure at the NIC, as well as
during system calls, thereby avoiding the overhead incurred by
context switching in traditional methodologies.

eBPF and XDP are interrelated technologies embedded within
the Linux kernel’s networking stack, serving as pivotal compo-
nents in the realization of REFS’s objectives. eBPF is a virtual
machine resident within the Linux kernel and enables the exe-
cution of user-defined programs for a myriad of applications,
including network packet processing [31]. XDP, on the other hand,
is a high-performance packet processing framework that facili-
tates expeditious packet filtering and manipulation at the earliest
feasible stage in the networking stack. The versatility of eBPF/XDP
is extensive, covering almost all platforms in modern computing
environments, including different operating systems, hardware
architectures (such as x86, ARM, MIPS), virtualization platforms,
cloud services, and high-performance networking devices. Within
the networking domain, XDP leverages eBPF to execute packet
filtering, forwarding, and ancillary operations directly on the NIC
or at the driver level. This allows for ultra-low-latency packet
processing and alleviating the kernel’s burden by offloading select
tasks onto the NIC [32].

4.2. Initiator

The pivotal role of the Initiator is to extract flow fingerprints
and execute homomorphic encryption. Building upon this, we
have incorporated the functionality of quality of service (QoS)
management for encrypted traffic. A key feature of this func-
tion is that it operates in the outbound direction, managing all
encrypted emanating traffic uniformly. Traditional VPN gateways
typically do not support QoS and usually require configuring user
traffic QoS at the inbound direction of the gateway. Multiple user
traffics may enter the VPN gateway through different physical
interfaces, but usually, they are sent out through a single VPN
physical interface. Additionally, the QoS rules for different user
traffics are independent of each other and cannot effectively
sense the congestion level at the VPN egress, leading to inefficient
management. In stark contrast, the Initiator’s innovative design
empowers unified QoS management for encrypted traffic in the
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Figure 3. The framework of REFS: the left side is the initiator responsible for modifying and sending packets, and the right side is the responder

responsible for parsing packets and performing scheduling.

VPN egress direction. The packet processing at the sender is
divided into four steps:

1) Generating fingerprints: The header metadata is extracted
from the packet to generate flow fingerprints used for dis-
tinguishing different flows.

2) Homomorphically encrypting the flow fingerprints to pre-
vent information leakage.

3) Modifying the VPN packet to encapsulate the encrypted
information from step 2 within the reserved fields of the
packet.

4) Managing QoS for encrypted traffic: This involves modifying
the timestamp of the data packet based on the QoS infor-
mation of the flow. This modified timestamp serves as the
earliest departure time [33] for the encrypted packet. The
scheduling process for packet is as Algorithm 1.

Algorithm 1 Scheduling algorithm

Require: Data structure of packet pkt; The network bandwidth of
flow Bps

Ensure: The way of processing packets: send, drop, fire_queue.
fire_queue represents waiting in the queue until the packet’s
depature time

. delay < pkt_length * nesc_per_sec/Bps

: t_next < t_last + delay

. t_now <« get_local_time

. if t_next <= t_now then

send(pkt)

t_last < t_now

. end if

. if [t_next — t_now| > t_drop then

drop(pkt)

10: else

11:  t_stamp < t_next

12: t_last < t_next

13:  fire_queue(pkt)

14: end if

W VN U AW N R

Algorithm 1 describes the scheduling process for sending pack-
ets. () The initial step involves determining the packet’s queue
delay time. Here, nesc_per_sec is a constant representing the con-
version relationship between seconds and nanoseconds, and Bps
denotes the rate of bits transmitted or received per second (refer
to lines 1-3 of the algorithm). (ii) Subsequently, the departure
time of the packet needs to be determined. t_last represents the
departure time of the previous packet in that flow. If t_next is
less than or equal to the current time t_now, the packet is sent
immediately, and t_lastis updated to t_now (refer to lines 4-6 of the

algorithm). (iii) Packets with timestamps exceeding the threshold
value are discard. If the difference between the current time t_now
and the next time t_next exceeds the packet loss threshold t_drop,
the packet will be discarded (refer to lines 8-9 of the algorithm).
(iv) Otherwise, the field “stamp” is modified to t_next in the socket
buffer (SKB) of the packet and t_last is updated to t_next; SKB is
a data structure used in the Linux kernel networking stack to
manage network packets (refer to lines 11-12 of the algorithm).
(v) Lastly, the operating system'’s algorithm to schedule based on
the chronological order of the packet timestamps is set (refer to
line 13 of the algorithm).

4.3. Responder

The responder principally consists of the RETA and the packet
processing module. The RETA stores the scheduling policies perti-
nent to encrypted flows. Upon the extraction of key information
from incoming packets, the packet processing module retrieves
the scheduling relationships for individual flows by querying
the RETA.

4.3.1. RETA storage

User-space applications or administrators retain the authority to
configure the RETA, and the kernel-space REFS program needs to
query the table for scheduling. We utilize eBPF maps as the storage
medium for key-value pairs, enabling eBPF programs to store and
retrieve data efficiently. Serving as a shared memory space, they
bridge the kernel and user spaces, facilitating seamless read and
write operations across both sides. In the RETA, the key is instan-
tiated as the hash value derived from the encrypted fingerprint,
while the value embodies the encrypted representation of the
resource identifier to be allocated.

4.3.2. Packet processing

This module is operational on the NIC leveraging XDP technology,
thereby enabling targeted high-speed processing of data packets
upon their arrival at Layer 2 (the NIC driver layer). It facilitates
a repertoire of functions such as traffic identification, extraction
and calculation of encrypted fingerprints, and traffic redirection.
The operational lifecycle of the module is divided into two distinct
phases: pre-configuration and runtime processes.

During the pre-configuration phase, the primary objective is to
streamline operations by initializing the RETA in advance. During
the actual runtime process, the RETA table can still be dynami-
cally adjusted. The sequential execution of these processes are as
follows:

1) Determination and enumeration of resources for allocation:
This step involves identifying the resources that are to be
allocated and assigning them unique numerical identifiers.
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2) Homomorphic encryption of resource numbers to generate
the RETA: The assigned numbers undergo homomorphic
encryption. This cryptographic procedure results in the cre-
ation of the RETA.

3) Storing the RETA in eBPF maps: The final stage includes
depositing the RETA table within eBPF maps, allowing for
rapid access and manipulation of the encrypted data by eBPF
programs running in the kernel space.

During the runtime phase, the module executes a series of
tasks encompassing the extraction and calculation of encrypted
fingerprints from incoming packets, querying the RETA table
for corresponding scheduling policies, and redirecting the pack-
ets in accordance with the retrieved information. The proce-
dural steps involved in this dynamic process are delineated as
follows:

1) Acquisition of encrypted packets: Given the heterogeneous
nature of packets received at the NIC, REFS selectively
focuses on the scheduling of VPN traffic. To this end, the
initial step entails the interception of encrypted packets,
while ensuring that the processing pathway for non-VPN
traffic remains unaltered.

2) Extraction of fingerprint data: As previously mentioned in
Section 4.2, the reserved fields in encrypted packets specif-
ically store the encrypted flow fingerprints, which serve as
crucial criteria for the subsequent classification of traffic
flows.

3) Hash operation on flow fingerprints: A hash operationis exe-
cuted on the encrypted flow fingerprints. This cryptographic
process transforms the fingerprint into a fixed-size hash
value, which subsequently serves as the key for accessing
the RETA.

4) Retrieval of resource allocation results: With the hash value
derived from the encrypted fingerprint, the system queries
the RETA table to ascertain the allocated resources for the
respective traffic flow.

5) Packet redirection utilizing eBPF technology: To actualize the
scheduling decisions made, the system employs eBPF to redi-
rect packets ultimately to designated CPUs for processing.

4.4. The issue of single CPU overload

In practical scenarios, a recurrent challenge emerges when mul-
tiple elephant flows—those characterized by substantial band-
width consumption—are concurrently directed toward a single
CPU core. This scenario can precipitate bottlenecks and degra-
dation in performance. an effective strategy involves readjust-
ing the values within the RETA in response to CPU resource
utilization. Consider a VPN infrastructure equipped with an 8-
core CPU. if two elephant flows, designated as flow1 and flow2,
possess fingerprint hash values of 7 and 14, respectively, accord-
ing to the default rule, both flows would be assigned to the
identical CPU core. However, upon detecting that this specific
CPU core is nearing saturation, the RETA values can be strategi-
cally adjusted to reroute the flows to alternative, underutilized
CPU cores.

Owing to the inherent dynamic loadability feature of REFS,
modifications to the RETA values take immediate effect. By con-
tinuous monitoring of CPU core utilization, meticulous recording
traffic information within the RETA, and real-time surveillance
of resource consumption, the system can well address overload-
ing issues and ensure balanced workload distribution across the
available CPU cores by combining scheduling algorithms.

5. INTEGRATION OF REFS TO VPN
INFRASTACTURE

This section primarily outlines the rationale behind selecting
WireGuard VPN for validation and elucidates the approach for
integrating REFS into WireGuard VPN.

5.1. Why choosing WireGuard

The decision to validate our proposed framework utilizing Wire-
Guard VPN is made by the following salient attributes of Wire-
Guard: (i) Superior performance characteristics: WireGuard has
been demonstrated to outperform IPsec and OpenVPN under
equivalent encryption algorithms, offering faster, simpler, and
more streamlined operation [19]. (ii) Efficient interaction: Wire-
Guard is able to complete the handshake process within a single
round trip time (1-RTT) and fortify the system against denial
of service (DoS) attacks, replay attacks, and man-in-the-middle
(MitM) attacks. In contrast, the IPSec handshake process typically
necessitates two RTTs, while the OpenVPN counterpart typically
demands four RTTs. (iii) User-centric accessibility: WireGuard is
available in both kernel-based and user-space implementations,
as the Linux kernel natively supports all its features, coupled
with the existence of open-source projects for the user-space
version. In contrast, IPsec’s functionality within the Linux kernel
is restricted to rudimentary data encryption and decryption capa-
bilities, necessitating the deployment of third-party software for
user authentication and key negotiation. Additionally, OpenVPN
functionality is not integrated into the Linux system.

From the above, it can be seen that the configuration of Wire-
Guard VPN is relatively simple. During the configuration phase,
the necessary encryption keys for FHE can be set in advance,
where the encryption keys can be public. On the initiator side, data
are encrypted using the encryption key, while on the Responder
side, the encrypted data are decrypted using the decryption key. In
summary, WireGuard is distinguished by its ease of configuration,
exceptional speed, and robust securit. Subsequent sections will
delve into the practical application and integration of REFS within
a WireGuard framework.

5.2. Kernel-implemented VPN

Kernel-space VPN represent an architectural paradigm wherein
the VPN functionalities are embedded directly within the oper-
ating system’s kernel, enabling superior efficiency in packet and
connection management. However, the trade-off involves a dimin-
ished flexibility for customization and extension, rendering it
particularly apt for scenarios with high stability requirements.
Modifying kernel-space code carries a heightened risk, as even
minor errors could lead to system-wide crashes. When integrating
REFS into kernel-space WireGuard, our methodology bypasses the
WireGuard source code and centers on the strategic redirection of
packets to disparate CPU cores. This mechanism allows the Wire-
Guard program to fetch data residing across multiple CPU cores,
achieving a balanced workload distribution and enhancements in
system stability and performance. The REFS Responder, pivotal to
this integration, consists of three core components: the control
plane, RETA, and the data plane. The overall architecture of the
implementation is provided in Fig. 4.

e REFS control plane orchestrates the allocation of encrypted
traffic, initializes the RETA, facilitates interaction with the
VPN program, and dynamically updates to the RETA table.

e RETA chronicles the correlation between encrypted traffic
and NIC queues. It is embodied as an eBPF Map, facilitating
information sharing between the kernel and user space.
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Figure 4. The architecture of REFS integrated into WireGuard running in Linux kernel.

e REFS data plane operates on the NIC using XDP technology,
which undertakes traffic classification, extracts fingerprints
from encrypted traffic, calculates on fingerprints, and sched-
ules flows predicated on the RETA. The NIC invokes the data
plane functionality upon receiving packets.

On the other hand, the REFS Initiator segment is dynamically
embedded into the operating system'’s kernel space utilizing eBPF
technology. Upon the loading of the REFS initiator at the VPN
sender, the workflow for encapsulating packets is as follows:

1) Once the processing flow of network data reaches the
mounting point, the REFS Initiator is automatically triggered.

2) Fingerprints are synthesized, followed by their homomorphic
encryption.

3) The resultant encryption metadata, emanating from the
preceding step, is encapsulated within the reserved fields of
the outgoing packet.

4) The packet’s timestamp is recalibrated in accordance with
Algorithm 1, ensuring temporal synchronization.

5) QoS is enforced through the deployment of an earliest depar-
ture time scheduling algorithm in the oprating system.

The operational sequence for the REFS Responder at the VPN
receiving end, aimed at classifying encrypted traffic, is delineated
as follows:

1) The control plane ascertains the CPU cores available for
packet processing according to the total CPU resources, pro-
ceeds to encrypts the core’s serial number, and inscribes it
within the RETA.

2) Upon receipt of a packet by the NIC, the REFS data plane
function discerns whether the packet conforms to the Wire-
Guard format. If affirmative, the process advances to the
subsequent step; otherwise, the packet is remitted to the
kernel protocol stack for default processing.

3) In alignment with the exposition presented in Section 4.2,
the encrypted flow's fingerprint is ensconced within the
reserved fields of the WireGuard packet. Consequently, the
program parses the packet to extract the flow fingerprint.

4) Operations are executed based on the function F, as deter-
mined in Section 3.

5) By interrogating the RETA, scheduling associations are
retrieved, enabling the redirection of packets to diverse CPU
cores. The RETA calculator is refreshed in tandem.

6) Continuous surveillance of the CPU core’s utilization is con-
ducted.

7) Leveraging the monitoring data, the REFS Control Plane
effectuates dynamic alterations to the RETA, to achieve real-
time load-balancing.

5.3. Userspace-implemented VPN

User-space VPNs are instantiated within the user space of the
operating system, typically facilitated by third-party applications
or client software, rather than being natively endowed by the oper-
ating system’s kernel. Such VPNs lack direct ingress to packets on
the NIC; instead, they interact with network data via application
programming interface (API) supplied by the operating system
kernel. This intermediary communication channel renders the
procedure relatively cumbersome, often manifesting in reduced
throughput and elevated latency. Nonetheless, this approach is
characterized by its ease of deployment and utilization, obviating
the necessity for profound integration with the operating system
kernel. Nonetheless, this methodology is characterized by its ease
of deployment and utilization, obviating the necessity for pro-
found integration with the operating system kernel. Furthermore,
it affords a high degree of adaptability and extensibility, permit-
ting customization in alignment with bespoke user requisites.
The extension of user-space VPN functionality through the
integration of REFS Initiator mirrors the kernel-space integration
approach. However, the integration strategy for the REFS Respon-
der diverges slightly. Specifically, user-space VPN necessitates
the acquisition of data from REFS by establishing an AF_XDP
socket (XSK) connection. AF_XDP, a protocol family predominantly
geared toward high-throughput packet processing, is customarily
instantiated via regular socket function invocations. The XSK
leverages an in-memory buffer, denominated as user mode
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Figure 5. The architecture of REFS integrated into WireGuard running in userspace.

memory (UMEM), for read-write operations. By harnessing
AF_XDP technology, network data can be conveyed directly to the
user-space WireGuard, precipitating a marked enhancement in
system performance. An illustrative representation of the overall
architecture is shown in Fig. 5.

The interaction sequence between the REFS Responder at the
VPN receiver and the overarching VPN system is as follows:

1) The VPN system creates an XSK, storing the file descriptor
(fd) within the XSK_Map. Depending on operational requi-
sites, multiple sockets may be established to receive network
data, leveraging a shared UMEM mode.

2) The control plane discerns the sockets available for network
data processing, based on XSK_Map, and assigns each a
unique identifier.

3) Subsequently, the control plane encrypts these identifiers
and inscribes them within the RETA. The RETA records the
encrypted correspondence between flows and their desig-
nated sockets.

4) (Optional) Under extant workload conditions, the VPN sys-
tem retains the capability to dynamically recalibrate flow
allocation relationships. This is achieved by invoking REFS
interfaces to modify the RETA, thereby optimizing resource
allocation.

Within the data plane of the REFS responder, the procedural
sequence for intercepting encrypted packets, extracting finger-
print data from said packets, and executing operations on the
encrypted flow fingerprints parallels the account delineated in
Section 5.2. The difference lies in the context of resource allo-
cation. Herein, by querying the RETA, the pertinent allocation
relationships are elucidated, facilitating the redirection of packets
to the designated socket. This action is promptly succeeded by an
update to the RETA’s counter.

6. EVALUATION

In this segment, an exhaustive validation of throughput and
latency is undertaken for both the enhanced WireGuard VPN and
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Figure 6. Network topology for analyzing experimental results.

its native counterpart. A meticulous assessment is carried out to
precisely gauge the efficacy of REFS and its impact on operational
capabilities.

6.1. Experimental environment setup

The server’s hardware configuration, pivotal for the establish-
ment of the WireGuard VPN tunnel, comprises an 8-core Intel
Core i7-8700 CPU operating at 3.20 GHz, accompanied by 8
GB of RAM, and a physical NIC featuring a 10G port speed—
specifically, the Intel Corporation 82599ES 10-Gigabit SFI/SFP+
Network Connection. The NIC operates in XDP mode, with a
setup entailing 8 NIC queues, each equipped with 512 packet
descriptors, where each descriptor corresponds to an individual
packet. The network topology of the experiment is shown in
Fig. 6.

Designations for the variants include WireGuard-kernel,
referring to the project integrated within the Linux kernel, and
WireGuard-Go, denoting the open-source project operational in
user space. The amalgamation of REFS within WireGuard-kernel
is identified as REFS-WireGuard-kernel, and the enhancement
of WireGuard-Go through REFS is titled REFS-WireGuard-Go.
These four VPN implementations are deployed identically in a
uniform physical setting, with segregated assessments conducted
to quantify throughput and latency metrics for each respective
VPN configuration.
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Figure 7. Bandwidth comparison of the four VPN implementations.
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6.2. Comparison of throughput

Employing a testing apparatus, throughput measurements for
the four VPN implementations were captured across varying
packet sizes, as depicted in Fig. 7. The bar graphs, differentiated
by distinct color schemes, quantitatively illustrate the throughput
achieved by each VPN variant when transmitting packets of
varying sizes.

From the experimental results, it is evident that REFS-
WireGuard-userspace has a significant advantage in through-
put, with WireGuard-Go showing the poorest performance.
WireGuard-Go operates in user space, which hinders direct data
retrieval from the NIC, resulting in a longer processing flow. REFS
not only achieves CPU load-balancing but also reduces the data
copying from kernel space to user space. REFS-WireGuard-kernel
outperforms both native WireGuard-kernel and WireGuard-Go.

Analysis of the experimental results evidently demonstrates
a pronounced throughput superiority for REFS-WireGuard-
userspace, juxtaposed against WireGuard-Go, which exhibits
the least favorable performance. Operating within user space,
WireGuard-Go encounters limitations in accessing NIC data
directly, thereby engendering an extended processing pathway.
Conversely, REFS excels by attaining CPU load-balancing while
concurrently minimizing data copying from kernel to user
space. Consequently, REFS-WireGuard-kernel exhibits superior
throughput compared to both the native WireGuard-kernel
implementation and WireGuard-Go.

Upon transmission of small packets, measuring 128 or
256 bytes, REFS-WireGuard-kernel manifests a throughput
augmentation of roughly 40% in comparison with WireGuard-
kernel. REFS-WireGuard-userspace boasts a throughput five-fold
superior to WireGuard-Go, and doubly so compared to WireGuard-
Kernel. For sizable packets, encompassing 1024 bytes, REFS-
WireGuard-Userspace’s throughput is approximately quadruple
that of WireGuard-Go.

We conduct stress tests on REFS-WireGuard-userspace and
REFS-WireGuard-kernel using the network topology illustrated in
Fig. 6. During the testing of REFS-WireGuard-Userspace, the tester
send packets at 100% of the portrate, equivalent to a transmission
rate of 10 Gbit/s, with IP packets of varying sizes. The ratio of
actually processed packets at the VPN receiver, as depicted in
Fig. 8, shows a trend that is largely consistent with that in Fig. 7.

Given the simpler structure of IP headers compared to TCP
headers, the throughput can achieve up to 80% of the actual link
capacity when transmitting larger packets. For the testing of REFS-
WireGuard-kernel, the tester send IP packets of different sizes at
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Figure 8. Packet loss rate of REFS-WireGuard-userspace under pressure.
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Figure 9. Packet loss rate of REFS-WireGuard-kernel under pressure.

a rate of 5 Gbit/s. For the testing of REFS-WireGuard-kernel, the
tester sent IP packets of different sizes at a rate of 5 Gbit/s. The
statistical results at the VPN receiver, as shown in Fig. 9, indicate
an increase in throughput as the length of the test packets grows.

6.3. Comparison of latency

The incorporation of complex scheduling algorithms frequently
engenders a more protracted processing sequence, leading to
heightened end-to-end transmission latency. Accordingly, trans-
missions involving disparate data packet lengths were conducted,
enabling discrete latency assessments for the four WireGuard
VPN implementations, as graphically depicted in Fig. 10.
Analysis of the experimental results reveals that, irrespective
of data packet length variations, the latency for a given VPN vari-
ant remains comparably stable. Nonetheless, disparities emerge
in latency metrics for packets of identical length traversing
distinct VPN configurations. Notably, REFS-WireGuard-userspace
distinguishes itself with optimal performance, boasting a latency
reduction of approximately 80% relative to WireGuard-Go. This
enhancement is attributable to REFS-WireGuard-Userspace’s
deployment of AF_XDP technology, which notably curtails the
duration required for data packets to navigate the kernel
protocol stack. While REFS-WireGuard-Kernel incurs marginal
incremental latency vis-a-vis WireGuard-Kernel, the encryption-
distribution mechanism, eschewing decryption, engenders fewer
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Table 2. Dataset of original and VPN traffic generated by real-world applications

Category Application name

p2p BitComet BitTorrent FrostWire uTorrent
Communication 1CQ imo Wechat WhatsApp
Streaming media afreecatv PPstream Tuneln Radio Amazon Video
Social network FUBAR Tagged Instagram Pinterest
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Figure 10. Latency comparison of the four VPN implementations.

minimize redundant work, and allow researchers to concentrate
more on the scheduling issues themselves, we have constructed a
large-scale WireGuard-specific dataset, as detailed in Table 2. This
dataset encompasses four major traffic categories, 16 real-world
applications, 32 traffic subcategories, and hundreds of application
behaviors. Researchers can utilize our open-source dataset for
encrypted traffic analysis, studies on encrypted traffic reception
scheduling algorithms, and validations of encrypted traffic clas-
sification algorithms without the need to set up complex VPN
environments.

We select four commonly used application categories: peer-to-
peer (P2P), communication, streaming media, and social network-
ing, and utilized the CyberFlood testing instrument to simulate
different applications. Following the network topology outlined in
Fig. 6, we capture real application traffic at the tester’s egress and

T T T T T
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Figure 11. Comparison of the time required by different VPNs to transfer
files of different sizes.

computational overheads on packet processing, thus confining
any latency augmentation to within a 5% threshold.

6.4. Comparison of time to transfer files

To assess the performance of application layer protocols across
different VPNs, we conduct file transfer tests using four distinct
VPN implementations. The times required for transferring files of
various sizes using the HTTP protocol on each VPN are depicted
in Fig. 11. For files of the same size, the improved REFS-based
VPNs exhibit notably reduced transfer times. This performance
enhancement becomes more pronounced with increasing file
size. Specifically, when transferring a 2.5 GB file, REFS-WireGuard-
Userspace requires approximately 85% less time than WireGuard-
Go, and REFS-WireGuard-kernel requires about 25% less time than
WireGuard-kernel.

6.5. WireGuard dataset generation

To validate the accuracy of the scheduling results produced by
the REFS algorithm, an evaluation dataset specific to WireGuard
is required. Currently available public datasets for VPN traffic,
such as ISCXVPN2016, IMPACT, and VNAT, do not include Wire-
Guard traffic. To further enrich the landscape of VPN datasets,

comprising user login, message sending, voice calls, and
logout interactions.

e Social networking: Primarily image or video community-
sharing applications, involving user login, sharing, reposting,
and logout interactions.

The dataset contains a variety of data streams. According to
the principles underlying network packet scheduling strategies,
it is essential to assign the same data stream to the same CPU
processor for processing. Consequently, our dataset enables the
validation of the accuracy of the scheduling algorithms, where the
scheduling results for the original traffic should align with those
for the encrypted traffic.

7. CONCLUSION

Addressing exigencies for data security and optimized packet
orchestration, we introduce the REFS framework, designed to
expedite the allocation of encrypted data packets across CPU
cores, thereby realizing dynamic load equilibrium. This paper
comprehensively elucidates the foundational theory underpin-
ning REFS, facilitating packet scheduling to CPUs, queues, sock-
ets, and ancillary resources within this architectural paradigm.
Moreover, we articulate a methodology for the integration of REFS
into VPN infrastructures. Comprehensive evaluations substanti-
ate that the integration of REFS into kernel-based VPNs amplifies
throughput by a margin of 30%-40%, whereas its incorporation
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into user-space VPNs not only doubles throughput but also precip-
itates an 80% latency reduction. In the next phase of our research,
we will focus on integrating REFS into other VPN protocols by
utilizing reserved fields in network protocols for seamless adap-
tation. Additionally, the use of REFS in privacy computing will be
explored for securely managing and distributing encrypted data
streams without accessing plaintext.
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