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Abstract—Large-scale inference clusters serve multi-tenant
workloads on shared GPU pools, where per-model request traffic
is bursty and uncertain. Cold activation requires loading large
model weights from remote storage, dominating service delay and
injecting weight-loading bursts. Although weight prewarming is
widely used, prior work mainly focuses on mechanisms rather
than coordinating prewarming and activation across models
sharing GPU resources, resulting in fragmentation, contention,
and eviction induced prewarming waste.

We propose Sojourn—Constrained Optimization for Prewarm-
ing Engine (SCOPE) that jointly determines prewarming place-
ment and instance activation. To reflect short-term unpredictabil-
ity in multi-tenant demand, we model per-model arrivals with
an uncertainty set; SCOPE enforces per-model sojourn-time
guarantees for all admissible arrivals and minimizes the worst-
case number of cold-start instances, thereby maximizing a robust
lower bound on the prewarm hit rate. Specifically, it eliminates
resource fragmentation, where nodes cache partial weights but
fail to assemble the complete set of shards required for activation.
Sojourn-time guarantees follow a queueing model and are refor-
mulated into a mixed-integer linear program via linearization
and duality. Numerical experiments show that the proposed
robust prewarming orchestration reduces weight-loading volume
by 64%-83% while maintaining a robust prewarm hit rate of
98% under different average sojourn time guarantee, thereby
improving service performance while reducing activation band-
width spikes in the intra-cluster network.

Index Terms—Prewarming, LLM inference, arrival uncer-
tainty, resource allocation

I. INTRODUCTION

As large language models (LLMs) shift to multi-model and
multi-tenant online services, they are increasingly deployed on
large GPU clusters in data centers, interconnected by data cen-
ter networks to support diverse inference workloads [1], [2]. In
such cloud-network—integrated deployments, scheduling and
orchestration are no longer a static allocation problem; they
jointly consider coupled compute—network constraints while
ensuring worst-case latency bounds under highly bursty and
uncertain multi-tenant inference workloads [2], [3].

In LLM inference, the time-to-first-token (TTFT) is one
of the key metrics that directly reflects user-perceived la-
tency [4], [5]. Systems typically schedule inference requests
in an on-demand manner: when the measured arrival rate or
service time delay of a model exceeds the configured latency
guarantee, e.g., a bound on mean or tail TTFT, additional
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Fig. 1: Cold-activation vs. prewarmed activation.

instances to scale out capacity are allocated by schedulers [2]-
[5]. If model weights are not pre-cached, the first activation
of an instance must fetch gigabytes to tens of gigabytes of
parameters from remote storage into GPUs, which degrades
tail TTFT [3], [4]. Under bursty multi-tenant demand [6], cold-
start further injects traffic spikes into the intra-cluster network,
making end-to-end latency hard to control [7], [8]. Moreover,
modern LLM instances are sharded across multiple GPUs [2],
[9] and become runnable only when all shards are resident;
a single missing shard triggers remote weight loading and
inflates TTFT [3], [4], [10].

Although model weights are large, they typically occupy
part of GPU memory; KV caches and intermediate states
from parallelism consume much of the remaining space [9],
[10]. Practical systems adopt caching or prefetching techniques
to reduce cold-start activation overhead in both TTFT and
bursty weight-loading traffic. To ground these observations,
Fig. 1 contrasts cold-start and prewarmed activation paths and
highlights the TTFT impact and bursty weight-loading traffic.

These effects motivate an orchestrator that coordinates
weight prewarming and activation under uncertain arrivals;
Fig. 2 summarizes this design. Operating above existing pre-
warming mechanisms [2], [4], [5], the orchestrator takes arrival
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Fig. 2: Sojourn time constrained prewarming orchestrator.

rate uncertainty and per-model delay guarantee to optimize
prewarming placement and instance activation decisions, influ-
encing TTFT and the amount of weight loading traffic injected
into the cluster network. When an instance contains non-
resident shards, cold-start activation triggers bursty weight-
loading transfers that share the underlay fabric with inference
collectives and inflate delays; optimized prewarming acts as a
traffic-shaping mechanism, decoupling weight-loading bursts
from latency-sensitive collectives and preventing cross-model
network contention, as shown in the lower-right of Fig. 2.
However, existing work mainly focus on system mecha-
nisms for KV cache and weight/memory management, such as
host caching [3], KV Cache-centric architectures for memory
management and eviction policies [10], and GPU virtual mem-
ory based attention paging [9], and on local autoscaling [4],
[5] or spatial/temporal multiplexing policies for LLM serv-
ing [2], but it does not provide a optimization model for pre-
warming and activation against multi-tenant traffic uncertainty
under joint cloud—network resource constraints. Prewarming in
heterogeneous multi-model inference raises three challenges.
First, prewarming shard placement and instance activation
are tightly coupled: an instance becomes usable only when
all shards are simultaneously placed on distinct nodes, so
suboptimal resource allocation may leave many shards cached
but no feasible activation instance. Second, multi-tenant work-
loads show arrival uncertainty, causing cold starts under other
admissible traffic patterns. Third, prewarming capacity is
limited and shared across multiple models; Weight eviction
creates a tradeoff between wider model coverage and warm
start rate for latency-sensitive models. Such prewarming on
GPU workers, where weights may be evicted and each worker
can activate at most one warm instance, aligns with shared-
backup protection [11], where multiplexed shared backups
face activation contention that limits recovery feasibility.
This paper propose Sojourn—Constrained Optimization for

Prewarming Engine (SCOPE), described as a robust prewarm-
ing resource allocation model for inference clusters. It jointly
determines prewarming allocation and instance activation poli-
cies and thereby navigates the tradeoff between prewarm hit
rate and delay guarantees. To capture short-term fluctuations
and global arrival rate bounds, we construct the uncertainty
set and formulate the corresponding prewarming problem as a
mixed-integer linear program (MILP). The model minimizes
the maximum number of cold-start instances across models,
while guaranteeing the sojourn time requirements among the
uncertainty set. This induces a worst-case performance lower
bound on the prewarming hit rate over the uncertainty set.
Numerical experiments show that the proposed robust scheme
achieves a prewarming hit rate about 98%.

II. PROBLEM FORMULATION
A. Problem definition

We consider a multi-model inference cluster where each
model is served by several instances for load balance; each
instance comprises multiple parallel shards placed on different
nodes. The multi-tenant nature of the cluster induces bursty
and partially unpredictable request fluctuations, captured by an
uncertainty set of arrival rates. Given the sets of models and
nodes, the parallel structure of each instance, the uncertainty
set of traffic arrivals, and the per-node limits on prewarmed
shards, the objective is to determine a prewarming resource
allocation to increase the prewarming hit rate across all traffic
realizations. The model minimizes the worst-case number
of cold-start activations over all admissible arrival vectors,
while ensuring that instance activation respects exclusivity
constraints and satisfies the required sojourn time guarantees.

B. Model Parameters and variables

Table I summarizes the notations. Let N denote the set
of computing nodes, and M the set of models. Modern
models commonly require intra-model parallelism (e.g., tensor,
pipeline, or data parallelism) to meet memory and throughput
targets that a single node cannot satisfy. This parallelism
reduces per-request latency while introducing a joint resource
allocation requirement: a request can start only when all par-
ticipating GPUs across the involved nodes are simultaneously
available. Each instance is defined to cover the complete set
of parallel shards required by the model; a request is served
by exactly one such complete set. We treat an instance as the
smallest service unit that encapsulates the full set of parallel
components and their cross-node placement; each instance is
approximated as an independent M /M/1 server with its own
request queue without considering execution spans GPUs.

Let I denote the set of all potential inference instances that
can be activated in the cluster. For each model m € M, let
I, C I be the subset of instances associated with model
m. An element ¢ € Z,, represents a logical execution group
requiring p,, parallel shards. We assume a fixed parallel
configuration p,, per model within a scheduling horizon, as
serving stacks typically pin tensor/pipeline partitions for stabil-
ity. An instance hosts the full set of parallel shards required by



TABLE I: Frequently used notations in the robust prewarming
optimization model, where n € N,t € I,m € M.

Parameters Description

N Set of GPU nodes serving for inference requests.
M Set of deployed models in the inference cluster.
I Index set of candidate instances that may be

activated for any model.

DPm Number of parallel shards required by one in-
stance of model m.

Cn Prewarming capacity of node n.

Lim Service rate of instance (i,m), determined by the
computational load of model m and the process-
ing capability of its p,, synchronized shards.

Tm Delay guarantee for model m, interpreted as an
upper bound on the mean sojourn time of requests
served by activated instances of m.

Ly U, Empirical lower and upper bounds of \,, ob-

tained from short-horizon invocation traces.
A Aggregate upper bound on the total arrival rate
imposed by system-level traffic conditioning.

Decision

variables  Description

i, Binary; it is set to one if node n preloads the
model weight required by instance ¢ of model
m, and zero otherwise.

Yim Binary; it is set to one if instance ¢ of model m is
activated to process requests, and zero otherwise.

Tim, Binarys; it is set to one if node n executes instance
7 of model m, and zero otherwise.

aim, Binary; it is set to one if node n stores the
preloaded weight shard of instance (i, m) is se-
lected to execute this shard, and zero otherwise.

Zim Binary; it is set to one if all shards of instance
(i,m) are executed on nodes with preloaded
weights, i.e., prewarmed, and zero otherwise.

Sim Continuous; it represents the fraction of the
model m arrival rate \,,, routed to instance 7.

JAN Continuous; it denotes the number of cold-started

instances of model m.

the model, and each request is served by exactly one instance.
A prewarming resource allocation is represented by a binary
variable 27, ., n € N,m € M,i € I, which equals one if
node n preloads the weight shard of instance i of model m.
Prewarming loads model weights into unused GPU memory on
selected nodes, allowing weight of multiple models to coexist
in a node and enabling faster activation under increased traffic
demand [3], [12]. Since the memory capacity of model weights
differs across models, let b,,, denote the GPU memory required
to preload one shard of model m. Each node n € N has
a prewarming capacity C,, representing the total amount of
GPU memory available for storing preloaded weights. The
prewarming capacity constraint for node n is described as:

Z meﬂf?m < C’m

meM i€l

Vn € N, (1)

which ensures that the memory allocation of all prewarmed
shards placed on node n does not exceed its capacity.

In a multi-tenant inference cluster, traffic cannot be pre-
dicted deterministically over short horizons [6]; each model
m € M faces heterogeneous and temporally fluctuating
request demand \,,. Short horizon invocation traces extracted
from historical logs indicate that the request rate of each
model fluctuates within a bounded interval during a scheduling
horizon, which provides empirical lower and upper bounds
l,, and u,,. In addition to these per-model fluctuations,
the cluster operates under system-level traffic conditioning
mechanisms such as admission control or rate limiting, which
restrict the total volume of traffic admitted into the system
within the interval through an aggregate upper bound A. Let
A€ RKV” denote the model-level arrival vector with com-
ponents \,,,m € M, and assume that it is box-constrained
as in [13]. While we focus on short-horizon volatility, the
bounds can be refreshed periodically from recent traces, e.g., a
receding-horizon controller, to track longer-term diurnal shifts.
Combining the empirical model-wise bounds with the system-
level admission constraint, the uncertainty set is defined as:

‘gmé)\méum, Vm€M7

> A <A

meM

U=< e R'ﬂ“ (2)

For each model m € M, requests admitted under A € U
must be processed by its instances, and since the aggregate
load A,, may be distributed across multiple instances, we
introduce a binary activation variable y;,,,m € M, i € I;
it is set to one if instance ¢+ of model m is permitted to serve
incoming requests of model m, indicating that it executes
the complete set of p,, shards using the fully loaded model
weights for the request load, and zero otherwise.

For each activated instance, the parallel shards are allocated
to execution nodes. We introduce a binary variable rl, ,m €
M, ¢+ € I, n € N, which is set to one if instance i of
model m is activated to receive traffic, and zero otherwise.
The activation decision ¥, selects which instances can receive
traffic, whereas the placement variables 7., determine on
which nodes the p,,, shards of an activated instance run. An
activated instance must execute exactly p,, parallel shards,
each on a distinct node, which can be described by:

Z T;Lm = DPm Yim,

neN

VmeM, Viel. 3)
Moreover, each node may participate in at most one active
instance, since a single shard typically saturates the GPU’s
compute and memory capacity, and its collective communica-
tion operations require exclusive participation in synchronized
kernels. This requirement yields the exclusivity constraint:

Z Zr;’m <1, Vn e N.

meM iel

“4)

Together, (3) and (4) ensure that runtime shard placement
forms a feasible parallel execution configuration under the
instance exclusive activation requirement.



To model the distribution of model m requests across its
activated instances ¢ € Z,,, we define a load—fraction given
parameter S;,,, € [0, 1], representing the fraction of \,,, routed
to instance (¢,m). In practical inference clusters, the dis-
patcher typically follows a prescribed or near-symmetric load
balancing policy, e.g., round-robin, least-loaded, or weighted
hashing, under which the resulting split is observable and
stable within a scheduling interval. In this work, we adopt a
symmetric assignment under which all activated instances of
the same model share the load evenly. Specifically, the load
fraction assigned to instance (¢,m) is

Sim = =2 Yme M, Viel, (5)
Z jeI yj m
where jer Yjm equals the number of activated instances of
model m. Consequently, s;,, = 0 if y;,,, = 0, and Ziel Sim =
1 for any model m with at least one activated instance.

Under the arrival rate A, = SimAm, m € M, i €
7., each instance is modeled as an M/M/1 server with
a conservative worst-case service rate fi;,,, where ;. is
obtained via profiling under stress conditions to upper-bound
latency under runtime variability. The p,, parallel shards of
an instance are abstracted as a single logical service facility
and scheduled as a tightly synchronized execution group on
dedicated nodes Independent request flows combine to yield
a Poisson-like arrival process, while per-request computation
variability driven by sequence length and batching dynamics is
represented through an exponential service time model. The
mean sojourn time of instance ¢ € Z,, can be expressed as
#m_ﬁ whenever s;n Ay < fim-

For each model m € M, let 7, denote its delay require-
ment. We consider the end-to-end latency of a request to be
the time it spends waiting in the instance queue together with
the synchronized execution time of all p,,, shards. This latency
is captured by the mean sojourn time of the inference instance
i € I,,,; the mean sojourn time can be constrained as:

1
max

— < m,
AU him — SimA’m

méeM, i €Ly, (6)

The delay guarantee for model m € M requires that any
request processed by an activated instance achieve a mean
sojourn time no larger than 7,,, under the worst arrival intensity
in U. It can be equivalently expressed as

max SimAm < (uim — i) Yim, VmeM,Viel, (7)
el Tm
where the activation variable y;.,,,t € I,m € M is absorbed
into the right-hand side so that the robust delay constraint is
expressed without an explicit case distinction.

To accommodate temporal fluctuations in request load,
larger scale inference clusters activate additional instances of
model m when the effective service capacity of currently
active instances becomes insufficient to maintain the delay
target 7,,. This elastic activation mechanism scales inference
throughput while preserving latency guarantees. Upon activa-
tion, an instance must assemble its full set of p,,, synchronized
shards and become ready to serve traffic immediately. A shard

yields a prewarming activation only when weight residency
and runtime assignment occur on the same node. We therefore
introduce a binary variable ¢,,. It is set to one if node n both
stores the preloaded weight shard of instance ¢+ of model m
and is chosen to execute this shard, and zero otherwise. In
mathematical terms, ¢}, = x},,r5,,m€ M,i€ I, n € N.
Activating an instance of model m requires all p,, shards
to begin service simultaneously. If any shard lacks resident
model weights on its execution node, the system must load the
corresponding parameters at activation time, incurring a cold-
start delay. We introduce an instance-level warm-start binary
indicator z;,,. It is set to one if every shards of instance ¢ € Z,,
executes on a node where the corresponding model weight
shard has been preloaded, and zero otherwise. Formally,

S @ = pmzim,  YmeM, Viel, (8a)
neN
Zimﬁyimv vm€M7 VZEI, (Sb)

An activated instance with z;,,, = 0 must load its missing
weight shards at startup, which introduces a cold-start delay
before any request can be served. Although such an instance
becomes logically available once y;,,, = 1, it remains unable
to admit traffic until its slowest shard completes weight
loading. Under bursty demand, multiple cold activations for
the same model may occur concurrently, causing serialized
weight transfers that generate significant long tail latency and
temporarily reduce the effective service capacity available to
that model. To quantify this effect, we define A,, be the
number of cold-start activations, which can be described as:

Am = Z(yzm - Zim)7 m e M. &)
icl
C. Dual and MILP reformulation of sojourn time guarantee

The sojourn time guarantee in (6) links the activation deci-
sions y;,,, with service delay through nonlinear load sharing
and traffic uncertainty. Under symmetric splitting, the load
fraction s;,, is defined by (5), which makes the resulting
delay constraint nonlinear. Moreover, robustness with respect
to the uncertainty set U/ introduces an inner maximization
over A that cannot be handled directly in MILP. We introduce
auxiliary variables to linearize the symmetric split and dualize
the inner maximization induced by U/, converting the sojourn
time requirement into an equivalent set of linear constraints.

To linearize constraint (5), we define the activation count
as Km = Y crYjm,m € M, which equals the number of
instances of model m activated. By node exclusivity, ,, takes
an integer value in {1,...,%} with & = |N| for any model
m that serves traffic. We define binary variables wy,q, m €
M, g=1,...,k, which indicate whether the activation count
of model m equals g, to describe x,,, as follows:

/im:Zgwmg, m e M, (10a)

g=1

iwmgzl, mée M.

g=1

(10b)



Since (10) selects exactly one g for each model m, we
introduce a continuous auxiliary variable 7, € [1/R, 1] to
represent the reciprocal of k,,, and link it to w,,, through:

F1
nm_;gwmg, me M, (11a)
Sim < Nm, t €1, me M, (11b)
Sim < Yim, 1 €1, me M, (11c)
Sim > Nm — (L—yim), i €1, m e M, (11d)
sim>0,i€l, me M. (11e)

The robust delay constraint (7) embeds an inner maximiza-
tion over the uncertainty set (2) for each m € M and i € I.
Because U links all model-level arrival rates through the shared
arrival-budget constraint, the worst-case value of the term
SimAm cannot be evaluated by inspecting A, in isolation;
instead, it must be optimized over the entire arrival vector A.
Accordingly, the left-hand side of (7) for each (m,i) can be
written as the following linear optimization problem:

max SimAm (12a)
st. b, <A\ <u., reM (12b)
Z A < A (12¢)

reM
A >0, re M. (12d)

With introducing dual variables ., > 0 and By, > 0 for
the upper and lower box bounds of A, and 6;,, > 0 for the
budget constraint. The dual problem is given by:

min Z (uT.aim,. — é,ﬂi,m.) + Al (13a)
reM

s.t. imr — Bimr + 0im >0, 7€ M\ {m}, (13b)

Qimm = Bimm + Oim > Sim, (13¢0)

iy > 0, Bimr >0, 7€ M, (13d)

Bim > 0. (13¢)

Since the duality gap between (12) and (13) is zero by using
the duality theorem [14], we have:

I,{leal?{( SimAm = min Tg/l (uraimr - Erﬂim’r) + Aezm (14)

Since a minimum over a set does not exceed a prescribed
bound as long as at least one element satisfies it, substituting
the dual equality (14) into (7) gives the robust counterpart as:

: >
— | Yim;
Tm

me M, i€l, (15a)
aimr_ﬂimr+9im20,m€M, 1el, TEM\{m},

Z (Uraimr - £718Lm7‘) + Al < (,Uim -

reM

(15b)
Qimm — Bimm + Gim = Sim,m € M, i € 1, (15¢)
Qimer = 0, Bimr > 0,me M, 1€1, re M, (15d)
Oim > 0,me M, i €l. (15e)

From the above, we formulate SCOPE as an MILP problem
to minimize the worst-case prewarming shortfall, which is
expressed by:

min A (16)
st. Y ap, <1lmeM, neN, (17)
el
A>A,,me M, (18)

(D, 3), (4), (3a), (8b), (9),
(10a), (10b), (11a) — (11le), (15a) — (15e).

III. PERFORMANCE EVALUATION

We evaluate SCOPE with baselines. The evaluation is
programmed in Python 3.9 and solved with Gurobi 11.0 [15],
running on an Intel Core i9 CPU with 64 GB memory.

A. Baseline strategies and settings
We compare SCOPE with three baselines:

o All-Cold (AC): performs no prewarming;

o Fixed-k Prewarming (FK): prewarms a fixed number of
instances per model and places their shards with a bin-
packing heuristic under capacity constraints.

o Deterministic (DET): solves a deterministic problem at
the maximum arrival vector for all traffic scenarios.

Unless otherwise stated, we consider |N|=32 and |M|=4.
Each model m is partitioned into p,, shards with p,, €
{2,4}. C,, is the per-node prewarm memory; we use C,, €
{8,16} GB for all nodes. For each model m, the per-shard
weight size is drawn uniformly from [2,8] GB to reflect
heterogeneous model scales and to describe the data volume of
cold-start weight loading. For each model m, the service rate
m is drawn uniformly from [40, 80] requests/s. Arrival rates
are sampled from the uncertainty set ¢/, where we draw nom-
inal rates A, ~ Unif[20,60], set £, = 0.5Am, U = 1.5Am,
and choose the global budget A = 1.23° 1 A,

B. Prewarming hit rate and weight loading traffic

We next evaluate prewarming performance under different
delay targets. We construct three QoS configurations by scal-
ing the per-model delay thresholds 7, so that the average
target is set to 300 ms, 200 ms, and 100 ms, respectively.
For each configuration, we draw five independent trials and
compute the prewarm hit rate H = 1 — Z’"ié;"m, ie.,
the fraction of activated instances that start from prewarmed
weights. We define the weight loading volume L as the total
size of model weights for activation, obtained by summing the
sizes of shards that are not prewarmed and thus must be loaded
from remote storage. We use H and L to denote the arithmetic
average of H and L over these ten trials, respectively.

Fig. 3 describes the average prewarming hit rate H and
the corresponding average weight loading volume L. As 7,,
tighten, QoS compliance activates more instances, increasing
L and introducing more cold-starts that lower H. We compare
SCOPE with the baselines in terms of H and L under sojourn
time guarantees. AC always yields zero pre-warming and the
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Fig. 3: Prewarming hit rate and loading volume under different
average sojourn time guarantee (with a spread of £50 ms).

largest traffic volume with a full cold activation. FK, which
prewarms a fixed number of full instances per model and
places their shards with a first-fit bin-packing heuristic can
improve the hit rate under loose delay targets, but its H drops
rapidly as the targets tighten, indicating that a static instance-
level prewarming policy cannot track changing demand. DET,
which jointly plans prewarming and activation at a maximum
arrival vector, attains the highest hit rate among the baselines,
since optimized prewarming reduces cold starts when capacity
is still ample. However, since it does not optimize the worst-
case cold-start count , DET tends to spend capacity on models
that seldom operate near peak, while hot models under mixed
traffic patterns must activate additional instances whose shards
are only partially resident on the nodes, causing frequent cold
starts and large weight loading bursts. DET also becomes
infeasible under tighter QoS which are omitted from the
experiments. Across the three configurations, SCOPE achieves
an average prewarm hit rate of 98%, which is 14% higher
than DET; it reduces the average weight loading volume by
83%, 78%, and 64% compared with AC, FK, and DET, respec-
tively. We verify that SCOPE provides an worst-case bound
on sojourn time while increasing the fraction of activations
that avoid cold starts and suppressing activation weight load-
ing traffic, thereby smoothing the instantaneous load on the
intra-cluster communication network. Solving SCOPE takes
1.08 [s] for |N|=20, |M|=4, 8.63 [s] for |N|=50,|M|=10,
and 75.88 [s] for |[N|=100,|M|=20; the O(|N||M]) growth
and NP-hardness motivate heuristic approximations for larger
clusters, which we leave to future work. One promising
direction is to fix the prewarming allocation, reducing the
residual activation decisions to a linear program that can be
cast as a minimum-cost flow, e.g., Algorithm 2 in [16].

IV. CONCLUSION

In LLM inference clusters, activation latency and bursty
network congestion are key performance concerns. Since
operators seek not only strong average-case performance but
also worst-case robustness under demand surges and resource
contention, we propose SCOPE, a robust prewarming scheme
for multi-model clusters that share a GPU pool under un-
certain arrivals. We formulated it as an MILP problem that
jointly optimizes prewarming placement, instance activation,
and symmetric load splitting. Arrival rates were captured by
a box uncertainty set, and each instance was subject to a

sojourn-time constraint based on a queuing approximation.
The model minimizes the maximum number of cold-start
instances, which can be viewed as a robust lower bound on the
prewarm hit rate in multi-model elastic inference. Numerical
results show that SCOPE raises prewarm hit rates to 98%
and reduces weight loading volume by 64%—-83% compared
with the baselines among the test while providing worst-case
sojourn time guarantee. This eliminates resource fragmentation
and prewarming waste. By enforcing sojourn-time guarantees
under uncertain arrivals, it serves as a rigorous theoretical
foundation providing worst-case guarantees to complement to
existing system mechanisms for stabilizing service quality in
inference clusters.
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