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Abstract—In large-scale data stream analytics, accurate iden-
tification of Persistent and Infrequent (PI) flows is of great
significance for monitoring and protecting against network at-
tacks such as Advanced Persistent Threats (APT). However,
existing research focuses mainly on detecting frequent flows or
persistent flows, with insufficient studies on the characterization
and detection methods for PI flows. Based on the analysis of
sufficient APT flows, we propose a method that combines global
and local features to effectively characterize PI flows. Further,
we propose a novel sketch algorithm called WisePIFinder, which
aims to detect PI flows more accurately and efficiently in real-
time. The key idea is to continuously filter out non-PI flows
while detecting flow persistence, to achieve accurate statistics on
PI flows. Experimental results show that WisePIFinder improves
the F1 Score by at least 20% and insertion throughput by at
least 60% compared to the state-of-the-art solution for detecting
PI flows. All related codes have been open-sourced on GitHub.

Index Terms—Sketch, Data Streams, PI Flows, Detection,
Advanced Persistent Threats

I. INTRODUCTION
A. Background

With the explosive growth in network users and scale,
network data streams exhibit unprecedented complexity and
unpredictability. In-depth analysis of the characteristics in
these data streams, especially the detection of key ones such as
elephant flows and persistent flows, has become fundamental
for improving network performance and optimizing network
infrastructure [1]. Among massive data streams, a special
type—Persistent and Infrequent Flow (PI flow)-has gradually
attracted the attention of the research community. Although
these flows exhibit relatively low traffic volume per unit time,
they demonstrate significant characteristics of long duration
and high stability [2], [3].

PI flows have broad applications across critical domains,
including network security and system monitoring. In network
security, Advanced Persistent Threats (APT) [4] and DNS
tunnel attacks [5] often employ persistent covert methods
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to infiltrate target systems. These attacks evade traditional
traffic monitoring systems through long-term, low-profile data
transmission, with traffic behavioral patterns highly consistent
with PI characteristics. Accurate identification of such traffic
patterns is crucial for preventing network attacks and reducing
system security risks. In large-scale distributed systems, node
state synchronization mechanisms implemented through peri-
odic heartbeat packets also naturally exhibit PI characteristics
[6], [7]. Accurately monitoring such traffic not only helps
evaluate the system’s operational status but also enables the
timely detection of potential system anomalies. In seismolog-
ical research, infrequent seismic wave signals serve as unique
early warning indicators for seismic activity. These signals not
only propagate over long distances but can also penetrate com-
plex geological structures [8], with propagation characteristics
significantly similar to PI patterns. Real-time monitoring and
analysis of these signals can provide a critical decision-making
basis for earthquake warning systems. Furthermore, in social
network analysis, user interaction patterns in PI often reflect
stable social network relationships. These long-term but low-
frequency interaction behavioral patterns provide important
research perspectives to understand the evolution of social
networks and user behavior characteristics.

Sketch, as a type of probabilistic data structure, is un-
doubtedly one of the best solutions for data stream analysis-
related tasks. Compared with traditional data storage methods,
Sketch not only demonstrates significant advantages in stor-
age efficiency but also maintains high query accuracy while
keeping the time complexity of data writing and querying
operations at constant levels. Classical Sketch structures such
as CM Sketch [9], achieve efficient data compression storage
through ingenious design. However, these traditional designs
are mainly optimized for per-flow size estimation or large-flow
detection scenarios and show notable limitations in detecting
PI flows.

The characteristics of PI flow networks exhibit sparsity
and infrequency. In scenarios with limited memory resources,
effectively detecting PI flows from high-speed, massive data
streams has become a critical issue that urgently needs to be
addressed. The existing sketch algorithms for flow persistence
estimation, such as PIE [10] and On-Off Sketch [11], can
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Fig. 1: Frequency of the APT flow in each observation window and the SMA of the continuous 7 observation windows.

effectively estimate flow persistence, but they are not efficient
when used forcibly for PI flow identification. Current research
on Sketch primarily focuses on either frequency estimation or
persistence analysis!, and few studies can effectively unify
these two dimensions.

The first Sketch for PI flow detection, PISketch [2], [3],
attempts to address this problem by introducing a weighting
mechanism, but its definition of PI flow using weights is still
somewhat limited. Additionally, PISketch uses Bloom filter
combined with sketch structure to update weights and maintain
high-weight PI flows, but it requires two steps to complete the
detection task, and the overall performance needs improve-
ment. Solutions that directly combine persistence detection
with frequency estimation algorithms (such as On-Off + CM
Sketch and PIE + CM Sketch) are faced with the issues
of high memory overhead and low processing speed.

B. Our Proposed Solution

Based on the analysis of real-world network traffic, in-
cluding heartbeat packets and APT attack traffic, we propose
a novel method to more accurately define PI flows in data
streams, which not only considers global traffic characteristics
but also introduces local feature analysis for the first time.
In other words, PI flows are characterized from both global
and local perspectives. At the global level, the Average Packet
Rate (APR) is used to represent the average packet rate within
each occurrence window. In contrast to traditional frequency
estimation methods, APR is unaffected by the total duration of
the measurement task and can be stored using fixed byte sizes
(e.g., half-precision floating-point types). At the local level,
the Simple Moving Average (SMA) is applied to describe
short-term behavioral patterns across consecutive windows.
This dual-dimensional analysis effectively addresses PI flow
misidentification in existing solutions.

For the complex network measurement task of PI flow
detection that we are concerned about, WisePIFinder only

'Frequency (flow size) refers to the number of occurrences of a flow, and
persistence refers to the number of windows in which a flow appears.

requires a customized single-layer hash bucket array to ac-
complish this task, unlike the “multi-layer data structure +
multi-stage processing” approach that state-of-the-art PISketch
relies on. Specifically, WisePIFinder efficiently calculates the
APR and SMA of any given data stream and continuously
eliminates non-PI flows based on these two metrics. Then,
by continuously sorting flows according to their persistence,
WisePIFinder gradually pushes candidate PI flows to the top
of each hash bucket. Thanks to this design, we can achieve
more accurate PI flow detection without using the Bloom
filter. Compared with existing solutions including PISketch,
WisePIFinder significantly improves execution efficiency and
memory utilization and reduces computational complexity. We
provide the related code open-source at GitHub [12]. Our main
contributions include:

« We propose a more comprehensive description of PI flow
characteristics, quantifying traffic characteristics through
APR and SMA from both global and local dimensions,
providing new directions for related research.

o At the algorithmic level, we design the WisePIFinder frame-
work based on a single-layer hash bucket array. By opti-
mizing data structures and processing flows, we enhance
the algorithm’s execution efficiency while ensuring detection
accuracy. Theoretical analysis also confirms the framework’s
advantages in accuracy.

« We conduct performance evaluations of the algorithm on
three representative real-world datasets. The experimen-
tal results show that, compared to existing approaches,
WisePIFinder improves detection accuracy and insertion
throughput by at least 20% and 60%, respectively, validating
the practical value of this method.

The rest of this paper is organized as follows: § II discusses
the motivation for the proposed work and defines the PI flow in
detail. § IIT details the design principles and implementation
of WisePIFinder, including its key operations and optimiza-
tion strategies. § IV analyzes algorithm performance from a
theoretical perspective. § V demonstrates system performance
through experimental results. § VI introduces related work,
providing an overview of previous studies and existing meth-
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ods in the field. Finally, § VII concludes the paper.

II. MOTIVATION AND PROBLEM DEFINITION
A. Analysis of PI FLow

PI flows manifest in various typical forms in real network
environments, with APT attack traffic and system heart-
beat communications being most representative [3]. Heart-
beat packets, used as a system-to-system alive detection
mechanism, typically send fixed-size packets at fixed time
intervals, making them ideal subjects for studying PI flow
characteristics. In contrast, APT attacks exhibit more complex
traffic patterns. Attackers usually maintain control over target
systems through long-term but intermittent low-speed data
transmission, characteristics highly consistent with the defini-
tion of steady flows [13]. Through systematic literature review
and traffic characteristic analysis, we find that APT flows
rarely exhibit high-frequency behavior in consecutive time
windows, typically appearing once every several windows,
thus maintaining consistently low SMA (refer to Equation (3))
levels.

Fig.1 illustrates representative traffic distribution patterns
from the Mediafire APT dataset [14], where 1-second time
windows are plotted along the x-axis and flow frequency along
the y-axis. Black dots represent actual frequency values per
window, while the overlaid curves show SMA computed using
different window sizes (10, 15, and 20 windows in red, blue,
and green, respectively). These SMA curves exhibit consistent
behavioral patterns across different window sizes.

B. Motivation

Current research works fail to provide comprehensive de-
scriptions or definitions of PI flows that adequately capture the
characteristics of real network traffic, leading to significant
detection misses. For instance, the weight-based description
proposed in PISketch lacks an intuitive reflection of PI flow
characteristics. Specifically, the relationship between algo-
rithmic weights and actual traffic physical features can be
described as follows:

f<(L+1)-N—r (1)

where L and 7 are user-defined parameters, and N represents
the cumulative appearance count of flows in different windows.
As shown in Fig.2(a), the x-axis represents the cumulative
window count of flow appearances (persistence measure), and
the y-axis represents the total frequency.

The blue triangular region in Fig.2(a) represents the PI flow
identification area, where point B’s N, value corresponds
to the persistence threshold—flows are only considered for
detection when N exceeds N,. Experimental analysis shows
that low-activity heartbeat packets from Fig.2(a) are typically
distributed in the region S; of Fig.2(a), and are missed
despite exhibiting PI flow characteristics due to insufficient
window size or insufficient number of window appearances.
Additionally, burst flows and flows with significant frequency
variations in the PI flow detection region (S5 area of Fig.2(a)),
are misclassified due to their high weight values.

The current detection algorithms are unable to simulta-
neously and effectively tackle both of the issues mentioned
above. Adjusting the slope or threshold 7 to expand detection
coverage to the S; region would increase misclassification
rates for other traffic types, reducing detection accuracy.
Increasing the weight threshold 7 to reduce burst flow mis-
classification would result in more PI flow misses, lowering
the recall rate. Based on these observations, we propose
WisePIFinder to enhance both PI flow detection accuracy and
processing efficiency.

C. Definition & Problem Statement

To comprehensively capture the characteristics present in
real network traffic, we quantify “Infrequency” from two di-
mensions and propose three quantitative metrics for a detailed
PI flow definition.

« Persistence: Network traffic follows Zipf distribution [15],
with 20% being elephant flows and 80% being mouse flows.
Most small flows are short-term one-time traffic, while PI
flows appear persistently across multiple windows. For flow
e in the data stream, its persistence is defined as the number
of appearances of e in 7" non-overlapping consecutive time
windows [11].

« Average Packet Rate (APR): APR represents the average
packet rate within each occurrence window. Research shows
that PI flows’ frequency distribution typically fluctuates
within a small range around their average rate, making this
metric effective in reflecting PI flows’ mean characteristics.

f

VZN ()

where f represents total flow frequency and N represents
total number of windows where flow appears. In fact, we
use a more memory-efficient method for the calculation:

0 1=0
v = { ui,l*u}rvq)Jrci i 0 3)
where C; is the frequency of occurrence in the i-th window.
« Simple Moving Average (SMA): SMA is the arithmetic
average of the multi-window frequency, which can reduce
random fluctuation effects and smooth data through sliding
calculation windows to highlight long-term traffic trends.

1 n
SMA = — C; 4
where n is the number of consecutive observation windows,
which can be set as required.

The APR is independent of measurement duration, allowing
for efficient storage in 2-byte fixed memory. Meanwhile, SMA
offers both computational simplicity and effective filtering
of noise and transient fluctuations, enabling it to accurately
characterize long-term flow behavior patterns.

Fig.2(b) illustrates the core concept of WisePIFinder: the
left graph illustrates the distribution of APR for the PI flow
over historical windows, while the right graph depicts the
variation trends of the rate over time. Given persistence

Authorized licensed use limited to: Renmin University. Downloaded on February 20,2026 at 09:03:08 UTC from IEEE Xplore. Restrictions apply.



(a) PISketch’s detectable range Sz and unde-
tectable range S

RN
/& %1

(b) More precise definition of PI: {(r <w)N (N >¢)} N(SMA < ¢)

Fig. 2: Comparison of the PI flow definition scope between PISketch and WisePIFinder.

requirements are met, the red region in the left graph (in-
cluding S; and S) identifies candidate flows with low APR,
effectively solving PISketch’s missing detection issue. The red
region in the right graph represents candidate flows with low
SMA, with the x-axis indicating consecutive time windows,
effectively solving the misdetection problem of PISketch. By
simultaneously identifying flows with both low APR and low
SMA characteristics, our algorithm effectively resolves both
the missing detection and misclassification issues in PISketch.
Table I summarizes the main symbols and their descriptions.

TABLE I: Frequently-used notations in this paper

Notation Description
% Total number of time windows
Id Unique identifier for data streams
N Total number of windows where flow appears
d Depth of hash buckets
v Average Packet Rate
S New window indicator (False: new window)
C Frequency of flow in current window
n Number of consecutive observation windows
M Total frequency in n consecutive windows
w Maximum threshold for APR
P Minimum threshold for window appearances
¢ Maximum threshold for SMA

I1I. DESIGN OF WISEPIFINDER
A. The WisePIFinder

Rationable: In this paper, we propose a novel algorithm,
namely WisePIFinder. The measurement task duration is di-
vided into evenly spaced time windows, and WisePiFinder
quickly calculates the APR and SMA of flows in each, rapidly
excluding frequent flows. It then uses an ordered data structure
to push more persistent flows to the top of each hash bucket,
with PI flow detection applied to the infrequent ones.

Data Structure: As shown in Fig.3, the WisePIFinder
data structure consists of two collaborative counters: Glob-
alCounter, which records overall characteristics of the flow
(e.g., identifiers and persistence), and LocalCounter, which
tracks local features (e.g., frequency of the current window).
The two counters collaborate through one-to-one mapping
relationships. Since the information in the local features needs
to be periodically updated and to optimize the algorithm’s
execution efficiency, we separate the LocalCounter and use
an overall structure with continuous data memory.

GlobalCounter contains two hash bucket arrays (A; and
As), which help reduce the collision rate by utilizing two

GlobalCounter LocalCounter
Arrayl
Entryl Entry2 sy Entry Clonitis?
fle) d entrys
Bucketl Bucket2 Bucket len
Counter Position="""______ "~~~ - L 2%en*d
d*Bucket _len + hy(e)*d + Entry_Positon counters
|
g Entryl Entry2 1 Entry
1
- g
Array2 -
hy(e) = hash(e),
dIN|V hy(e) = h,(e)Dhash(e fingerprint) m

Fig. 3: The data structure of WisePIFinder

separate hash buckets. Each bucket entry stores three ele-
ments: Id (flow identifier, computed from the five-tuple of
source/destination addresses, ports, and protocol), N (total
number of appeared windows, i.e., persistent), and v (APR,
calculated as total frequency divided by NN). Entries within
each bucket are always sorted in descending order, with the
largest N placed at the top.

LocalCounter implements a two-dimensional array with a
counter (each row) containing three elements: S (new window
indicator, reset to False at window boundaries and set to
True upon first flow appearance), M (cumulative frequency
over past n windows), and C (frequency of the current
window). SMA does not need to be directly calculated, as it
can be equivalently represented by M under the condition that
n is fixed, thereby reducing the need for division operations.
Furthermore, since PI flows typically do not appear in most
windows, we perform sampling at equal intervals on the
SMA to exclude non-PI flows, thereby further enhancing the
algorithm’s efficiency.

Unlike traditional multi-layer sketch designs, WisePiFinder
uses a single-layer structure for compound task detection. This
approach avoids the computational complexity and memory
overhead of multi-layer solutions like PISketch (e.g., Bloom
Filter with Sketch).

B. Operations

Insertion: During initialization, both GlobalCounter and
LocalCounter are set to zero. The system periodically clears
S and M in the LocalCounter based on the requirements of
the measurement tasks, with S cleared at the start of each new
window and M cleared all n windows. When flow e appears
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in the ¢-th time window, the system first calculates two hash
values hq(e) and hz(e) to locate candidate buckets A;[h1(e)]
and Aa[hg(e)]. The flow e will exist only in A;[hi(e)] or
As[hso(e)], but not both. Traversing entries in both buckets
may result in three scenarios. The pseudocode for this process
is presented in Algorithm 1.

« When a matching entry is found, indicating the flow exists,
and then we check the information of this flow.

1) When S is False, indicating the first appearance in the
current window:

- v < w. In the GlobalCounter, update N and v.
Meanwhile, in the LocalCounter, set S to True, and
update C' and M.

— v > w. No operation.

After updating N, compare it with the previous entry’s

N. Use bubble sort to ensure that flows with higher

persistence are placed at the top of the heap while

maintaining the large v values below when they are equal.

2) When S is True, indicating that the flow does not appear
for the first time, only accumulates C' and M.

3) If M > ¢ * n, indicating that the flow is too active and
does not match the characteristics of the PI flow, update
v=¢*n.

« If no matching entry exists, but an empty entry is available,
insert the flow information directly.
« If no matching entry and no empty entry available:

1) If an entry in the bucket has v > w, it can be replaced.
2) Otherwise, execute decay strategy:

— No operation is performed when N = 1, v = 0, and
S = False to protect potential PI flows.
— Other cases: ¥ = v — «, remove flows with smaller NV
when v < 0. The decay factor « is user-defined.
Query: WisePIFinder preserves potential PI flow informa-
tion through the mechanisms outlined above. During queries,
the system traverses hash buckets and extracts entries that
meet the threshold conditions. Note that the flows in the
query results are PI flow candidates, which require further
verification by the user. Additionally, since the number of
reported PI flows is directly related to the memory size of
the data structure, appropriate memory configuration should
be determined based on the expected minimum number of PI
flows in the actual deployment.

Example: Fig.4 demonstrates WisePIFinder’s state transi-
tion process during different data stream insertions. Experi-
mental parameters are set to d=4, n=10, w=20. The system
first determines GlobalCounter and LocalCounter positions
through hy(e) or ha(e). For flow eq, since the LocalCounter’s
flag indicates a non-first appearance, only the accumulation
operations for M and C are executed. When flow ey first
appears in the current window, N and v will be updated,
while also updating M and C in the LocalCounter. When
flow ey first appears, besides updating basic information, its NV
value (11) exceeds that of previous entry (flow eg), triggering
position exchange to maintain flows with larger N values at

(el’ 237 2'5)9 (Fa 257 ]) (ela 239 2~5)a (Fa 267 2)
(eZa lﬁﬂ 1-06)3 (F’ 69 1)

(ey, 10, 1.0), (T, 0, 0)

(eza 15, ]'0)9 (T7 57 2)
(eﬂs 10’ 1'0)9 (Ta 0’ 3)

—> (global), (local)

(esa 10, ]'0)5 (Ty 07 0)
(e45 10’ 1'0)’ (T’ 09 1)
(QSs 2, 1000)’(T’ 0s 0)

(global), (local)

(e, 11, 1.0), (F, 1, 1)
(el’ 10! 1'0)’ (T’ 0’ l)
(e57 25 1000)s(T, 09 0)

N

svap

V.

flow Before Inserted After Inserted

Fig. 4: Examples of flows inserted into the WisePIFinder.

heap top. The v value (1000) of flow e; exceeds threshold
w, so no update operation is performed. This mechanism
ensures PI flows tend to distribute at stack top while effectively
excluding large flows and one-time flows.

Algorithm 1 Insert(e): Insert a flow e into WisePIFinder
Input: Flow e to be inserted
Notation:
o A;[h][k]: Entry k in bucket h of array 4, where i € (1, 2)
o A.: Entry corresponding to flow e in array A;
e UC,: Counter for flow e in LocalCounter
o Clear S per window, M per L windows

1: fp < fingerprint(e)

2: hy < hash(e), hy < hq @ hash(fp)

3: ifee {Al[hl] U AQ[hQ]} then

4:  if A..v > w then

5 return

6: end if

7. if isFirstOccurrence(e) then

8 Acv < (Aevx Ac. N +UC..C)/(Ac.N + 1)
9: A, N +— AN +1

10: sortPersistent(A.)

11:  end if

122 UC.C+UC..C+1

132 UC..M <+ UC..M+1

14 ifUC..M > ¢ +*n then

15: AV pxn

16:  end if

17: else if hasEmptyEntry(A; [h1] U Az[ho]) then
18:  insertNewEntry(A., UC,)

19: else if hasOverflowEntry(A4;[h1] U Az[hs], w) then
20:  insertNewEntry(A4., UC,)

21: else

22:  decayLastEntry()

23: end if

IV. MATHEMATICAL ANALYSIS

Based on the implementation process of WisePIFinder, we
first analyze the properties of the v and SMA, followed by
an evaluation of the algorithm’s accuracy and recall, thus
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demonstrating the algorithm’s effectiveness. Table II lists the
main symbols used in this section and their descriptions.
TABLE II: Symbols Used In Mathematical Analysis

Notation Description
T Number of Flows
D Number of buckets
P The probability of appearing in a window

Let X; denote whether it appears in the i-th window and
X; follows a Bernoulli distribution, i.e.,

When X; = 1, C follows a Poisson distribution with
parameter A, as follows:
1% 1%
N=> X,f=) CX, ©6)
i=1 i=1

X, and C; are independent and uncorrelated. Since N ~
B(n,p), we can deduce that:
EN=V=xp @)

A. Property of v

Theorem 1: The v is an unbiased estimate of the flow
frequency, independent of the probability of its appearance
in the window, i.e., Ev = \

Proof: Both f and N are random variables, and conditional
expectation is used to solve the problem.

_ ey mEld
By = B(3;) = B(E(GIN) ®)
Given N,
Foo S Cix X
E(N\N =n)= E(#U\f =n)
LV |V 9)
= EE;ciXi = E;A*EXZ. =\
For any N, E(%\N) =\, So,
E(E(£|N)) =FEXx= )\ (10)

B. Property of SMA

Theorem 2: The E(SM A) is the product of the probability
rou of occurrence in the window and the average number of
occurrences per window, i.e.,

E(SMA) = px A (1)
Proof: "o e X
sapa— 2 G X Cix X (12)
n n
E(sMA) = gt G X lZA*E)Q —px X (13)
n n

3

The smaller the probability p of appearing in the window,
the smaller the E(SM A) will be. If p = 1, appearing in all
windows, then E(SMA) = \. As

n— o0, SMA~v (14)

C. Error bound of Hash

Assume that each bucket has d entries. If a bucket is
assigned more than d PI flows, some PI flows will be missed,
affecting the recall rate. The following theorem ensures that
the impact is constrained within a bound in the hash phase.

Theorem 3: If M flows are uniformly distributed to D
buckets by the hash function, the probability that at least one
bucket is assigned more than d PI flows is:

L) 5_§
(146)a+7 7 T

Proof: Assume that the probability of each flow being
assigned to any bucket is equal, and the allocation is in-
dependent. The number of flows in each bucket d; follows
a Poisson distribution with parameter %. According to the

Chernoff bound, we have:

ol

P < D( -1 (15)

1

P(d; > d) = P(d; > (1+5)*%) =< ((HZW

The probability that at least one bucket has more than d flows:

)5 (16)

D 5
€ M
P(izul(di >d)) < DxP(d; >d) < D(m) 3
(17)

D. False Positive Rate

Theorem 4: If a flow is a non-PI flow, then the upper bound
of its probability of being identified as a PI is

1 w
—5(1 - X)2) * A}
(18)

max{exp(—2(w — V * p)?/v), exp(

Proof: The probability that a flow is classified as PI:
P = P{(v < w)&&(N > §)&&(SMA < ¢)} <
P{(v < w)&&(N = ¢)} < min{P(v < w), P(N = 1)}
19)
For non-PI flows, one of two situations must exist: 1) The
expectation of the v v > w. 2) The expectation of the number
of windows N that appear EN < 1.

e P(v <w) Upper bound estimate
Letw=(1—-0)*FEv=(1-19)x*A, so:

§=1- (20)

w
A

If Ev=\>w, then § € (0,1). From the Chernoff bound
we can derive:

<(1—8)%Ev)) < exp(—%(l ALY
1)

Plv<w)=Pv

e P(N > ) Upper bound estimate
Considering Hoeffding Inequality, let 7 = ¢ — EN = —
V « p, then
P(N>¢)=P(N-Vxp)=P(N-Vxp) 27
< eap(=2% (¢ =V xp)?/V)
Non-PI flow must satisfy one of the upper bounds P(v < w)
and P(N > ), thus the conclusion holds.

(22)
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E. Error Bound of PI Flow Replacement

Theorem 5: After hashing each flow into a bucket, each
bucket contains at most d flows. The probability that a PI
flow is replaced at position d is:

(23)

Proof: Every time a packet of a flow appears, the v of the
d-th flow is updated by v = v — . Therefore, if the PI flow
appears once and the number of other flows is less than é,
then other flows cannot replace the d-th PI flow. Because the
frequency of PI flow in any window is A, the PI flow appears
once in an average of % time window.

Let Y; represent each packet, where P(Y; = 1) = P, means
that the packet is hashed into the current bucket, assuming
P = %. During this time, an average of k = % flows appear,
letY =Y, +Y, +...+Y}, Y, is Poisson trials.

N &

N A (24)

k
EY = ZEY =
=1

So, 1 1
P(fo> D)= P> ) =PY > (1 +0)p) 25

where, f, represents the frequency of other streams, and

0= ’\aVA’/D — 1. From the Chernoff bound of the multiplicative
form:
1 1,AVD N
P< —=6%) = (= -1 —=)
< cap(—50%) = eap(—5(2 1 — 1%+ 5) (26)

V. EXPERIMENTAL RESULTS
A. Experimental Setup

Implementation: The algorithm is implemented in C++,
with experiments conducted on a server featuring dual Intel(R)
Xeon(R) Gold 6230 CPU@2.10GHz processors and 256GB
DRAM.

Datasets: Three real-world datasets are used, each contain-
ing approximately 5 million packets. The number of total flows
and PI flows are shown in Table III.

TABLE III: The datasets used in the paper

Dataset Total Packets  Total Flows  PI Plows
CAIDA 2018 [16] M 276867 1923
MAWI [17] M 393915 1383
Network [18] 5M 192397 2356

WisePIFinder’s parameter configurations are divided into
two categories: parameters related to the definition of the
problem and parameters related to the algorithm setting. For
the parameters pertaining to problem definition, Based on the
analysis of the PI flow characteristic, we set w=20, =100,
¢=w. These parameters directly reflect the PI flow charac-
teristics, avoiding experience-based value dependencies seen
in other measurement tasks. Traffic is divided into 1000 time
windows (V'=1000), with the LocalCounter’s M reset every 10
windows (n=10). For the parameters related to the algorithm,
compared to PISketch (bucket depth 5, weight threshold 3000)
and OnOff+CM Sketch solution, the memory space ranges
from 100KB to 300KB. WisePIFinder adopts a bucket design

with depth 4, meaning that each bucket contains 4 entries.
We set n=10, which means that the number of consecutive
observation windows is 10.

B. Metrics

Our evaluation uses the following three key metrics:

o F1 Score: 2 + PR « RR/(PR + RR), where precision
rate (PR) represents the proportion of correctly identified PI
flows among reported flows, and recall rate (RR) represents
the proportion of correctly identified PI flows among total
PI flows.

o Average Relative Error (ARE): Let Nl, Ng, ey Ny
be estimated window counts of reported flows, and
N1, No, ..., N be actual window counts, then:

1<~ [N, — N,
ARE = — 4
k ; N;

o Throughput: Algorithm execution efficiency measured in

million operations per second (Mops).

27)

C. Experimental Results

1) Performance Evaluation: We comprehensively evalu-
ate WisePIFinder in four dimensions: Throughput, Recall, F1
Score, and ARE. The results are as follow:

o Throughput: WisePIFinder outperforms existing solutions in
processing efficiency, as shown in Fig.5. On the CAIDA
2018 dataset, it achieves 1.66x and 1.94x the throughput
of PISketch and OnOff+CM Sketch, respectively. On the
MAWI dataset, it achieves 1.65x and 1.76x, and on the
Network dataset, 2.18x and 2.01x.

o Recall: WisePIFinder significantly outperforms comparison
solutions in the three datasets, as shown in Fig.6. Taking
the Network dataset with 100KB memory configuration as
an example, RR reach 1.75x that of PISketch and 2.64x
that of OnOff+CM Sketch.

o F1 Score: Evaluation results show WisePIFinder achieves
optimal F1 scores across all three datasets, with scores
increasing as memory increases, as shown in Fig.7. Under
100KB configuration, it shows approximately 20% improve-
ment over PISketch and 120% over OnOff+CM Sketch.

o ARE: WisePIFinder maintains ARE below 0.1 across all
three datasets, showing superior performance that continues
to improve with increased memory, as shown in Fig.8.
Taking the Network dataset with 300KB configuration as an
example, accuracy reaches 10x that of PISketch and 250x
that of OnOff+CM Sketch.

2) Impact of Bucket Depth: As mentioned in § III, bucket
depth d is a key parameter for WisePIFinder. As shown in
Fig.9, we evaluate the impact of different d values (memory
range 30KB to 300KB) on algorithm performance using the
CAIDA 2018 dataset:

e F1 Score: Experiments show that F1 Score gradually in-
creases with memory size. When d > 3, F1 scores tend to
converge as memory increases. However, in low memory
scenarios (< 50KB), results when d = 3 or 4 show clear
advantages, while result when d = 2 performs the worst.
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Fig. 5: Comparison of throughput on different real-world datasets.
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Fig. 8: Comparison of ARE on different real-world datasets.

« ARE: The differences between different d values are rela-
tively small, but as increasing memory, the d = 4 configu-
ration consistently maintains optimal performance.

o Throughput: Throughput exhibits a clear negative correla-
tion with d value. Throughput at d = 2 is approximately
1.5x that at d = 5.

3) Impact of sliding window: As mentioned in § III,
sliding window n is a key parameter for WisePIFinder. As
shown in Fig.10, we evaluate the impact of different n values
(memory range 100KB to 300KB) on algorithm performance
using the CAIDA 2018 dataset. The results for different values
of n are similar. This is because the interval between two

occurrences of PI flow is usually relatively long.

D. Discussion

Despite PISketch’s high accuracy, it suffers from significant
issues with missed detections. Taking the CAIDA 2018 dataset
as an example, among 270,000 flows (approximately 2,000
PI flows), PISketch missed over 500 PI flows. To better
understand this phenomenon, we conduct a three-dimensional
feature analysis of missed flows, as illustrated in Fig.11. Red
balls represent PI flows missed by PISketch, with their projec-
tions onto the X, y, and z axes shown as purple, blue, and green
dots, respectively. The x-axis represents the frequency, and the
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Fig. 11: The Loss of PISketch: Red balls indicate PI flows
missed by PISketch. Purple dots show their frequency, green
dots represent the total appearance windows, and blue dots
denote flow duration (measured in consecutive windows).

y-axis shows the total number of appearance windows. The z-
axis represents the duration, which is the difference between
the time of the last occurrence and the first occurrence.

The blue projection (Frequency-Duration plane) reveals that
many flows, despite having low total frequency, exhibit signif-
icant duration. Flows that last over 80% of total measurement
time account for 86% of total missed detections—these are
typical PI flows. The green projection (Persistence-Duration
plane) shows that most missed flows, though appearing in
fewer windows, have long durations. Specifically, 94% of
missed flows have window counts between 100 and 272,
indicating PISketch’s detection effectiveness highly depends
on threshold selection.

In contrast, while WisePIFinder also sets a minimum win-
dow count threshold, it doesn’t affect measurement accuracy.

This is because, over time, non-persistent flows gradually
distribute to hash bucket bottoms through continuous decay
mechanisms, while PI flows migrate to the top of the heap. As
long as there is sufficient memory space, PI flows will not be
missed. The purple projection (Persistence-Frequency plane)
corresponds exactly to the S; region described in Fig.2(a).
WisePIFinder effectively solves PISketch’s missing detection
problem through its strategy of “first ensuring persistence
detection, then excluding flows not meeting APR or SMA
conditions,” combined with heap storage strategy (persistent
flows migrating to heap top) and decay mechanisms.

VI. RELATED WORK

Persistent and Infrequent Flow Lookup: PI flow detec-
tion, as an emerging network measurement task, is still in its
early stages. PISketch [3] first proposed using a weighting
mechanism to simultaneously characterize flow persistence
and infrequency characteristics, providing a new approach to
PI flow detection. However, while this simplified processing
reduces task complexity, it inevitably affects accuracy. The
field of PI flow detection still faces multiple challenges in
algorithm design and performance optimization.

Persistent Flow Lookup: Multiple algorithms have been
proposed for persistent flow detection. Traditional methods,
such as Small-Space (SS) [19], rely on sampling to track item
persistence with minimal space, while sketch-based methods
are more efficient and accurate. On-Off Sketch [11] period-
ically updates item persistence but often misidentifies non-
persistent items. It requires multiple hash functions, complex
calculations, and consumes extra computational resources due
to its SIMD acceleration. Pyramid-based On-Off Sketch [20]
improves memory efficiency, but retains the original method’s
flaws. WavingSketch [21] uses a Bloom Filter to remove
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duplicates, but this leads to false positives and inaccuracies,
especially in memory-limited scenarios. PIE [10] employs
coding for tracking but suffers from a complex update pro-
cess, hindering its use in constrained environments. P-Sketch
[22] leverage arrival continuity and bucket stability to better
identify persistent items. Additionally, based on persistent flow
tasks, a series of other tasks [13] [23] have emerged, but they
are difficult to apply directly to PI flow detection.

Frequency Estimation: Estimation of flow frequency is a
fundamental problem in network measurement and data anal-
ysis. Sketch techniques have been widely proven to achieve
high-precision estimation under limited memory constraints
[9], [24]-[26]. Building on this foundation, researchers have
proposed a series of improved algorithms [27]-[31], which
primarily focus on improving estimation accuracy for large
flows. In recent years, several network measurement systems
designed for practical deployment have also emerged [24],
[25], [32], [33].

VII. CONCLUSION

As a key pattern in network traffic, persistent and infrequent
flows play a crucial role in network behavior analysis and
anomaly detection. Through a comprehensive examination of
the overall and local characteristics of PI flows, this study
proposes a more complete feature description system and,
based on this, designs the WisePIFinder algorithm. While
maintaining low memory overhead, the algorithm successfully
achieves dual objectives: high-precision detection and fast pro-
cessing. We have validated the effectiveness of WisePIFinder
through evaluations of multiple real-world network datasets.
The results demonstrate significant improvements in both
accuracy and throughput. With moderate adjustments to its
data structure, WisePIFinder can also be adapted for other
persistence-related tasks.
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