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Abstract

Modern clusters rely on centralized control planes, but deci-
sions can be slow and fragile under control-plane degrada-
tions. We present Reflex, a bi-modal recovery design for clus-
ters under control-plane degradation. Reflex adds a reflex-arc-
like path that makes rapid takeover decisions from prepro-
cessed local priorities while suppressing contention via light-
weight coordination. After services are runnable, it performs
steady-state reconstruction. Our evaluation shows bounded
latency and robust conflict suppression under control-plane
degradation and bursty failures.

1 Introduction

Modern clusters rely on centralized control planes for con-
sistent scheduling and reconciliation. However, overload,
unreachability, and stale state delay recovery when rapid
takeover is needed. Even minor state corruptions may trigger
cluster-wide failures and mis-reconciliation [3], motivating
effective recovery under control-plane degradation.

As shown in Fig. 1, centralized recovery suffers from
higher recovery time during control-plane degradation. A
natural direction is to allow standby nodes to perform rapid,
distributed recovery when the control plane is degraded.
However, naive decentralization often leads to duplicate
takeovers or missed recoveries. Existing approaches often
incur heavy coordination overhead or enforce rigid policies,
both of which limit adaptivity under multi-failure contention
and dynamic configurations [4]. The key question is how to
make a fast, collision-free takeover decision, while allowing
later centralized reconciliation.

We therefore introduce Reflex as a bi-modal recovery ar-
chitecture whose reflexive plane provides collision-free rapid
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Figure 1: Reflex bi-modal architecture.
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recovery under control-plane degradation, while the recon-
struction handles long-term efficiency, as shown in Fig. 1. It
treats rapid recovery as a reflex arc and bypasses the con-
trol plane to finish the minimal takeover arbitration. Upon
detecting a failure, each node can immediately local sprint
using its precomputed priority. Gossip dissemination acts
as a lightweight watchdog, propagating claims and com-
pact observations to detect state drift and contention, and,
when needed, triggering an arbitration that converges to a
collision-free takeover. Once availability is restored, the slow
path reoptimizes placements toward a steady state.

2 System Design

2.1 Main components

Reflex Agent. Each node runs a lightweight Reflex agent
that detects primary failures, stores preprocessed takeover
priorities, executes Sprint and Fail-Claim—Commit arbitra-
tion, and exports fast-path recovery metadata. The agent run
as a per-node daemon.

Gossip Recovery (Fast Path). A SWIM-style dissemina-
tion substrate (e.g., memberlist/Serf) [1] provides bounded-
fanout, best-effort delivery of recovery messages. It also acts
as a watchdog, disseminating the best claims and compact
local observations for each ongoing recovery.

Re-optimization (Slow Path). The slow path relies on
the existing controller and scheduler [2] to perform recon-
ciliation by incorporating fast-path recovery metadata and
re-optimize based on the updated resource.

2.2 Fast-path workflow

Let f denote the failed instance. Each recovery attempt is
tagged with an epoch so that (f, epoch) uniquely identifies
a recovery round and filters stale messages. Standbys first
sprint locally while watchdog gossip disseminates claims
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and compact observations; upon drift, infeasibility, or con-
tention, they enter Fail-Claim—Commit, with an additional
load-aware contention penalty under overlapping failures.

Sprint and watchdog gossip. Upon detecting failures
within an observation window, a node issues a local sprint de-
cision based on a preprocessed priority: it speculatively acti-
vates the backup by reserving resources and starting the con-
tainer without yet serving traffic, and gossips a CLaim. Traf-
fic is enabled only after CommIT(f, epoch, i*); non-winners
abort upon COMMIT, ensuring a unique active primary per
(f, epoch). In our prototype, cutover is realized through a
domain-local routing hook that redirects traffic to the com-
mitted winner. Gossip piggybacks the best claim and compact
observations, e.g., whether the observed failure drifted and
whether the sprint and claims appears feasible.

Fail-Claim-Commit arbitration. If drift, infeasibility,
or contention is detected locally or via gossip for (f, epoch),
nodes enter the Fail-Claim—-Commit phase. Nodes exchange
FaiL and Craim messages with updated scores and, over
a short gossip cycle, converge to a single highest-scoring
winner i*. Once the highest-scoring claim stabilizes, the
winner broadcasts Commrt(f, epoch, i*) to finalize activation
and start serving traffic. The resulting decision is treated as
a tentative state that the centralized slow path may accept,
override, or rebalance.

Contention penalty and speculative activations. Un-
der overlapping failures, each agent tracks its in-flight re-
coveries as a claim set R;. For a new detected failure, node i
subtracts a contention penalty that grows with |R;|, so nodes
already handling several recoveries are down-weighted in
new races. This penalty acts as a soft bias that steers concur-
rent failures toward less loaded standbys, preventing races
from concentrating on a few nodes and thereby reducing
redundant speculative activations, aborts, and in-flight load
imbalance across the cluster.

3 Evaluation

We demonstrate Reflex on a 20-node cluster running 50 func-
tions (3—6 backups each) under injected control-plane delay
and overlapping failures, exercising its fast-path workflow,
and compare against a baseline in decision latency, specula-
tive activations/aborts, and winner uniqueness.

We first compare Reflex against centralized recovery as
the baseline under control-plane degradation. For each fail-
ure, the node with the preprocessed priority immediately
performs a local sprint (priority lookup and speculative start)
at ps scale. When gossip detects drift or contention and trig-
gers a Fail-Claim—Commit round, the fast-path latency is
dominated by a gossip cycle and the arbitration, stays within
7-13 ms, as shown in Fig. 2b. The baseline recovery latency
increases with injected delay (up to ~100x) and fails under

Mengfei Zhu*, Rui Kang®, Jiuxiang Zhu®, Tong Li®

100

10?

10!
[ 50 10 20 500

0 0
Injected control-plane RPC delay (ms)

Decision latency (ms, log scale)

0 5 0 200 500
Injected control-plane RPC delay (ms)

(a) Slow-path degrades.

13.0

(b) Fast-path remains stable.

—e— baseline
-u- reflex e

Latency (ms)
IS~
S5 o

n

=i
o

30 35 40

25
Burst size

(c) Fast-path latency under bursts.

Figure 2: Latency under control-plane degradation and
overlapping failures.

control-plane unreachability; the fast path converges to a
unique winner per failure in ~11 ms.

We then test the fast path latency and measure the over-
head of speculative activations under bursty overlapping
failures. We inject bursts of failures to create overlapping
arbitrations. As shown in Fig. 2c, fast-path decision latency
is 10-13 ms across burst sizes, while total speculative/abort
overhead naturally grows with the number of overlapping
failures. Compared to baseline without the penalty, Reflex
reduces speculative activations and abort count by roughly
10% by penalizing heavily loaded nodes, avoiding unstable
recovery-induced network bursts that can amplify jitter and
trigger follow-on migrations. Meanwhile, convergence time
and the unique-winner property remain stable.

4 Conclusion

We presented Reflex, a knee-jerk recovery mechanism for
rapid takeovers.The demonstration shows that local prior-
ity lookup is lightweight and the fast-path decision remains
around 10 ms while achieving 100% recovery with a unique
winner in the test cases; a contention penalty further re-
duces redundant speculative activations, mitigating network
and service jitter. Future work will strengthen convergence
bounds and network-aware post-recovery stability.
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