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Abstract—For the widely deployed PBFT-based blockchain
systems, the timeout threshold is crucial in delivering high perfor-
mance and resilience. However, network dynamics and Byzantine
attacks make it difficult to maintain persistent high performance
using the static timeout setting. To address the operational
challenge, this paper presents the design and implementation
of an automatic run-time optimization scheme, NimbleChain,
which utilizes a lightweight reinforcement learning technique
to dynamically adjust the timeout threshold at each node in
a distributed manner. Specifically, it integrates reinforcement
learning techniques with the well-known Jacobson algorithm to
adapt to network dynamics, and incorporates a failure detec-
tion mechanism to adapt to Byzantine attacks. We integrate
NimbleChain with Tenderminta production-grade blockchain
framework and execute comprehensive benchmarking across
heterogeneous environments: containerized local testbeds and
geographically distributed Alibaba Cloud clusters. The results
demonstrate that NimbleChain enhances throughput by up to
35%, owing to its network dynamics adaptation, and reduces
performance degradation by up to 40%, thanks to its Byzantine
attacks adaptation.

Index Terms—PBFT, network dynamics, Byzantine attacks,
reinforcement learning.

I. INTRODUCTION

The PBFT (Practical Byzantine Fault Tolerance [7]) con-
sensus protocol has been widely adopted by state-of-the-
art blockchain systems, such as Hyperledger Fabric [1] and
FISCO BCOS [10]. These systems use the standard PBFT
or its variants to provide Byzantine fault tolerance, ensuring
secure and efficient consensus in distributed networks. In
PBFT, a designated leader proposes a block to the network.
The block is then validated and committed through a multi-
phase voting process among participating nodes. Specifically,
each node receives the block, broadcasts its vote for or against
it, and collectively ensures that at least two-thirds of the nodes
reach agreement on the proposal.

Despite the success of PBFT-based consensus proto-
cols in blockchain systems, the stringent requirements for
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high-performance operation pose significant challenges for
blockchain system operators, including:

o The Trade-off in Configuring Timeout Thresholds:
Each node using PBFT maintains a timer while waiting
the leader’s proposal. If the timer expires, the node
initiates a costly view-change protocol to ensure liveness.
The timeout threshold (TO) is crucial for achieving high
performance. Setting it too low may trigger frequent
and expensive view changes, whereas setting it too high
can delay failure recovery [19]. Therefore, determining a
suitable timeout value poses a key performance challenge.

o The Inflexibility of Static Timeout Thresholds: To cope
with dynamic network conditions, PBFT-based systems
typically employ a conservative, static timeout thresh-
oldset high enough to avoid unnecessary view changes.
For instance, Hyperledger Fabric, and FISCO BCOS
all use a default threshold of several seconds. While
this approach works in stable conditions, performance
degrades significantly under network volatility. A major
challenge is enabling the system to dynamically adapt
timeouts under varying conditions.

o The Threat of Byzantine Attacks: Beyond unintentional
network fluctuations, PBFT is vulnerable to attacks such
as Eclipse [18], DoS [12], or DNSH (DNS Hijack-
ing [14]) can cause node unresponsiveness, preventing
affected nodes from participating in consensus. To miti-
gate this, we should set lower timeout thresholds for the
unresponsive leaders to accelerates leader rotation.

To address the challenge of dynamic timeout configuration,
several adaptive approaches have been proposed. For instance,
Dixit et al. [9] introduced a statistical method for adjusting
the timeout threshold based on network conditions. Similarly,
Buchnik et al. [S] employed an Exponential Moving Average
(EMA) of the observed Proposal Delivery Time (PDT) within a
sliding window to determine the timeout. While these methods
can adapt to rypical network latency fluctuations, their reliance
on aggregated historical data limits their responsiveness to
rapid or transient network dynamics. More critically, they are
not designed to counter deliberate Byzantine attacks.

Such attacks (e.g., partitioning or flooding) increase node
unresponsiveness, introducing significant volatility that mis-
leads statistical models. These methods often set erratic time-
outseither too small, triggering excessive view changes, or too
large, delaying recovery. In either extreme, the resulting de-



viation from the actual PDT systematically impairs consensus
performance.

To overcome the limitations of existing adaptive timeout
mechanisms, this paper proposes NimbleChain, a novel
system that enables automatic, run-time timeout adjustment
in response to both dynamic network conditions and Byzan-
tine attacks. The core innovation of NimbleChain lies in its
dual adaptive framework, which integrates Network Dynamics
Adaptation with Byzantine Attack Adaptation. For network
dynamics adaptation, NimbleChain employs a hybrid approach
that combines Reinforcement Learning (RL) with the rule-
based Jacobson algorithm [15]. In this design, the Jacobson al-
gorithm performs fine-grained, round-by-round timeout adjust-
ments, while its key parameters are globally and continuously
optimized by an RL agent trained on historical PDT statistics.
To ensure resilience under Byzantine attacks, NimbleChain
identifies suspected unresponsive nodes through consensus
status monitoring and applies an exponential backoff scheme
to their timeout adjustments, isolating their impact.

We implement NimbleChain on Tendermint [4], a well-
established permissioned blockchain, and evaluate its perfor-
mance across two heterogeneous environments: containerized
local testbeds and geographically distributed cloud clusters.
Our experiments show that NimbleChain achieves persistent
high performance and strong Byzantine fault tolerance. For
example, NimbleChain enhances throughput by up to 35%.
This is attributed to the network dynamics adaptation of
NimbleChain. Focusing only on faulty nodes’ proposal phase,
NimbleChain lowers TO for such leaders to bypass them
quickly, reducing performance degradation by up to 40%.
This is attributed to the Byzantine attack adaptation of Nim-
bleChain.

The rest of the paper is organized as follows. We introduce
the background and design rationale of the NimbleChain in
§II. §III gives an overview of NimbleChain. §IV and §V
elaborate on the design of the network dynamics adaptation
and the Byzantine attack adaptation, respectively. In §VI, we
conduct comprehensive performance benchmarking of Nim-
bleChain. Subsequently, §VII surveys the related work, and
§VIII concludes this paper.

II. BACKGROUND AND DESIGN RATIONALE

In this section, we explain the trend and difficulty when
operating blockchain systems.

A. Background

Blockchain System Overview. We consider a permissioned
blockchain system based on the PBFT consensus protocol,
comprising n nodes. The number of malicious nodes (m) does
not exceed one-third, i.e., m < |n/3]. We adopt the partial
synchrony model [7], which assumes that after an unknown
Global Stabilization Time (GST), all messages between honest
replicas are delivered within a fixed time bound. All nodes
disseminate messages through a Gossip protocol [17]. In each
consensus round, a leader is selected while other nodes act
as validators. To ensure liveness, each validator sets a 70. If
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Fig. 1: (a) Timeout impact with Byzantine attacks. (b)
Timeout impact with network dynamics. Networkl: stable
network (average delay = 50 ms, variance = 5 ms);
Network2: unstable network, which introduces transient
peaks of 200 ms (once every 10 s) to simulate network
congestion.

the leaders proposal is not received within 70, the validator
initiates a view change.

B. Motivation

When operating a large-scale blockchain system, we see
multiple challenges in determining the timeout setting.

Observation #1: Timeout setting is key for maintaining
high performance. We evaluate the impact of timeout thresh-
old settings on blockchain performance across two distinct net-
work conditions: scenarios without node unresponsiveness ver-
sus scenarios with 6% node unresponsiveness. As illustrated in
Fig. 1(a), in networks without node unresponsiveness, higher
timeout thresholds yield superior performance, explaining why
production systems frequently adopt fixed, elevated T O values
as a default configuration. However, for a blockchain network
under Byzantine attacks and with 6% node unresponsiveness,
it is challenging to determine an optimal timeout threshold.
The system’s Transactions Per Second (TPS) drops sharply
if the timeout is set too low (less than 1500 ms). This is
because an excessive number of unnecessary view changes
severely slows down the progress of the consensus protocol.
Conversely, when the timeout exceeds 1500 ms, the TPS also
begins to decline. This is attributed to the blockchain network’s
inability to detect leader failures sensitively, thereby delaying
the initiation of the view-change procedures. In summary,
maintaining high performance is challenging without a pre-
cisely configured timeout threshold.

Observation #2: Various network conditions demand dif-
ferent timeout settings. As previously stated, in the absence
of node unresponsiveness, setting a high timeout threshold is
sufficient. However, in the presence of faulty nodes, a static
timeout setting fails to adequately accommodate changes in
network transmission conditions. As depicted in Fig. 1(b),
we conducted two sets of experiments across two types of
networks, respectively. The first set employed a static timeout
setting, while the second set selected an optimal timeout
threshold after multiple trials. It is evident that employing



an ideal timeout setting can improve the performance of the
blockchain system. Particularly, the optimal timeout threshold
differs with the network conditions.

C. Design Choice

Decentralized Timeout Configuration and Analysis. In
NimbleChain, each node independently adjusts its timeout
threshold based on local PDT observations. This design
accommodates network heterogeneity without the overhead
of consensus-based coordination. As established in prior
work [5], [9], [16], such decentralized adjustment does not
compromise protocol safety or liveness.

Jacobson-based tuning with reinforcement learning. We
aim to address the above issues with an adaptive and
lightweight approach. The proposed approach should be easy
to deploy in production blockchain systems and maintain good
performance under diverse network conditions and Byzantine
attacks. The Jacobson Algorithm [15] has been widely adopted
and proven to have great potential to dynamically adjust the
timeout threshold according to the network dynamics, avoiding
the costly procedure of manual tuning of parameters for a
specific network environment (see details in IV-A).

III. THE OVERVIEW OF NIMBLECHAIN

Fig. 2 illustrates the basic framework of NimbleChain,
including two basic modules, the Blockchain Monitor and
the Timeout Configurator. We further add two additional
modules, the RL-Agent and the Failure Detector, to enhance
the adaptability of the timeout threshold configuration under
network dynamics and Byzantine attacks.

Blockchain Monitor. The Blockchain Monitor continuously
observes the blockchain states, tracking metrics such as node
interaction history, PDT, and TPS. These observed states feed
into the other modules, which will be depicted below.

Timeout Configurator. By default, if the leader is not in a
unresponsive state, e.g., compromised by Byzantine attacks,
the Timeout Configurator runs the Jacobson Algorithm to set
the timeout thresholds. Otherwise, the Timeout Configurator
sets a small enough value to the timeout threshold.

RL-Agent. The RL-Agent learns the optimal timeout strate-
gies via reinforcement learning. The primary goal of RL-Agent
is to adapt to network dynamics. It determines the new action,
namely the parameters of the Jacobson Algorithm, according
to the states of the blockchain system.

Failure Detector. The Failure Detector proactively identifies
node unresponsiveness according to the node interaction his-
tory, providing real-time node status to the Timeout Configu-
rator.

IV. NETWORK DYNAMICS ADAPTATION

In this section, we will introduce NimbleChain’s mechanism
for dynamically calibrating T O in response to network dynam-
ics. Prior to delving into technical specifics, we first introduce
the design of the Timeout Configuratorthe foundational mod-
ule enabling adaptive 70 management in NimbleChain.
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Fig. 2: The basic framework of NimbleChain.

A. Timeout Configurator

Taking the historical running information as the input, the
Timeout Configurator executes the Jacobson Algorithm [15]
to compute optimized timeout thresholds per block. Originally
pioneered for TCP’s retransmission timeout (RTO) adaptation
over three decades ago, this algorithm’s core innovation lies
in its exponentially weighted moving average (EWMA) model
for transmission delay prediction.

The following equations formalize our methodology for
tailoring the Jacobson Algorithm to suit the PBFT protocol.

pi=0-PDTi+ (1 — @) - i (D
Vi= B |PDT; — ;| + (1 = B) - Vi (2)
TOi1 = Wi+k-vi 3)

Equ. (1) and Equ. (2) are to predict the smoothed (u;) of
PDT and the deviation of change (v;) of PDT by the EWMA
method with two coefficients o and . Equ. (3) is to update
the timeout threshold, i.e., TO;1, by adding k(> 1) times Vv;
to u;. Here k is to control the magnitude of the change in
PDT. In general, o, 3, and k are three key parameters for the
Timeout Configurator, which will be output by the RL-Agent.

B. RL-Agent

Given the dynamic nature of network conditions, manually
tuning the parameter set ® = {«,f3,k} is impractical. We
therefore formulate its adjustment as a Contextual Multi-
Armed Bandit (CMAB) framework [21]. In this model, the
current network state acts as the context, based on which
the agent selects a parameter combination ® (an arm). The
selected ® is input to the Jacobson algorithm to determine
the TO for the next consensus round. The resulting system
performance (e.g., whether a consensus round succeeds timely)
is observed and used as the reward to evaluate the quality of
the arm selection, thereby guiding subsequent learning.

We employ a Random Forest model [3] to select the
parameter set @, trained online using Thompson Sampling [8].
This combination is chosen for its low training cost and
proven effectiveness in learning strategies within blockchain
systems [21], especially under limited sample sizes. Detailed
descriptions of Random Forest and Thompson Sampling are
omitted for brevity. For details, please refer to [3], [8].



To handle the non-stationary nature of blockchainsmarked
by volatile network conditions and unpredictable Byzantine
behaviorswe treat this adjustment as an online optimization
problem. Unlike offline learning aimed at static convergence,
we focus on maximizing long-term cumulative reward. By bal-
ancing exploration and exploitation, the agent remains adaptive
to environmental drift, ensuring sustained high performance
without being trapped in obsolete local optima.

Workflow. Each node in NimbleChain maintains a learning
agent that independently updates the parameters of its Ja-
cobson algorithm through the following steps. Step 1. Upon
receiving the proposal for the i block, a node reports its
measured PDT; to its local agent. Step 2. The agent computes
the reward for the current consensus round. Step 3. The agent
constructs a state representation state; from recent network
observations (e.g., a sequence of message delays). Step 4.
The experience tuple (state;,action;,reward;) is stored in the
agent’s training pool. Continual collection and utilization of
these tuples enable the agent to learn an effective policy
adapted to the network environment. Step S. The model is
periodically retrained on data sampled from the pool. For
the next round, the agent selects the action action;1; (i.e.,
the parameter set ®) expected to yield the highest reward
given the new state state; ;. To prevent blocking the critical
path of consensus, the RL-Agent operates asynchronously in
a background thread to collect data and update parameters.

C. Reinforcement Learning

Reward Design. The reward function is central to reinforce-
ment learning, as it provides the feedback that guides policy
optimization. Designing an effective reward function is there-
fore critical for learning the desired behavior. Our objective
is to maximize overall system performance, which suggests
using a global metric like TPS as the reward signal [20],
[21]. However, in our experiments, this approach performed
poorly: it was outperformed by Jacobson’s algorithm with
fixed parameters and even by static timeout strategies. More
fundamentally, the learning process failed to converge, and we
observed high performance variance across nodes.

The underlying issue is the absence of a direct causal link
between a single node’s timeout decision and the global system
metric. An inappropriate local TO may not trigger a view
change and thus has minimal impact on the measured TPS,
providing an ineffective learning signal.

To create a direct and locally observable feedback signal,
we design a reward function that evaluates the efficacy of each
node’s own timeout decision:

reward = { ! ! ;g z };ID)i 4

PDT—-TO+1 =
In this context, we focus solely on adapting to network
delay fluctuations, temporarily excluding Byzantine attack
considerations. As long as 7O > PDT, the system experiences
no view change, thus the reward function returns a constant

value. Conversely, when 70O < PDT, the system risks view-
change occurrence, with the risk severity inversely propor-
tional to |TO — PDT|. Consequently, we design the reward
as m, where the +1 term in the denominator prevents
discontinuity at PDT =TO.

State. The value of the timeout threshold should be determined
based on variations in network transmission delays. Therefore,
given the data collected from a set of consecutive blocks, we
compute the state as the following four-tuple:

o [1 represents the average u; (Equ. (1)).

« V represents the average v; (Equ. (2)).

o U, represents the average of PDT for this set of consec-
utive blocks.

« s, represents the standard deviation of PDT for this set
of consecutive blocks.

Action. The action of the learning algorithm involves adjusting
the parameters of the Jacobson Algorithm, i.e., &, 3, and k.

V. BYZANTINE ATTACKS ADAPTATION

This section delineates NimbleChain’s Byzantine-resilient
mechanisms, i.e. the Failure Detector, to address the node
unresponsiveness triggered by Byzantine attacks.

An unresponsive leader inevitably triggers a view change.
Reducing the TO for such nodes accelerates leader rotation,
thereby containing the performance impact of attacks like DoS
or eclipse attacks. To this end, NimbleChain incorporates a
Failure Detector that operates in two phases: (i) Detection of
unresponsive nodes, and (ii) Adaptive timeout adjustment to
limit performance loss when they are elected leader.

Detecting Unresponsive Nodes. To identify nodes that are
unable to fulfill their roles, NimbleChain employs a two-
tier detection mechanism. First, a traditional heartbeat pro-
tocol monitors basic network connectivity to detect crashed
or partitioned nodes. However, connectivity alone does not
guarantee functional participation in PBFT; a node may remain
reachable yet remain out of sync, rendering it an ineffective
leader. To address such consensus-level unresponsiveness, each
node maintains a vector tracking the latest block height
reported by its peers. A node is flagged as unresponsive if its
reported height persistently and significantly trails the current
consensus progress. This dual-layered approach ensures that
the system identifies not only network-level failures but also
nodes that are logically incapable of advancing the consensus.

Adjusting 7O for Node Unresponsiveness. When a node
A previously flagged as unresponsive is elected leader, Nim-
bleChain applies an exponential reduction to its 70. Specifi-
cally, if A leads for the first time post-detection, the round’s
TO is set to TO/2, where TO is the average timeout across
recent blocks. Should A be re-elected while still unresponsive,
its 7O is halved again. This reduction repeats until A recovers
or TO reaches a predefined lower bound (e.g., 100 ms).



7000
6000
5000

2 4000

=
3000
2000
1000

A Jacobson
ESN NimbleChain-NA

Networkl | Network2

0.0654

Jacobson 0.0674

NimbleChain

NA 0.0683

Network 1

Network 2

(a) Throughput (b) View-Change Frequency

Fig. 3: Network dynamics adaptation (6% unresponsive
nodes ).

VI. EVALUATION

NimbleChain is architected by extending Tendermint [4],
the core of the Cosmos blockchain system. The blockchain
consensus components are implemented in Go, while the RL-
Agent module is developed in Python.

A. Experiment Setup

System Configuration. Unless otherwise specified, all exper-
iments are conducted within a local simulation environment.
The testbed comprises three D-W9512N bare-metal servers,
each equipped with dual AMD EPYC 9554 processors (64
cores @3.7 GHz) and 256 GB DDR4-4800 RAM. We deploy
30 nodes in these servers, which are interconnected via a
10 Gbps Ethernet switch. To emulate real-world network
conditions, we leverage Linux Traffic Control (TC) netem [13]
to configure network latency between these nodes.

To validate NimbleChain’s performance under real-world
network conditions, we rent 30 Alibaba Cloud servers dis-
tributed across three cities: Beijing, Hangzhou, and Shenzhen.
The inter-node bandwidth was configured at 10 Mbps. Each
server is equipped with 4 CPU cores and 16 GB RAM.

Dataset. We employ the Smallbank benchmark [6] to simulate
funds transfer transactions. Each block contains approximately
10,000 transactions. The data points presented in the subse-
quent figures represent the average of at least 300 data entries.

Methods Evaluated. We list the methods evaluated as follows.

Method Description

Static TO is set fixed at Ss.

FireLedger Adjust TO by EMA [5].

Jacobson Adjust TO by Jacobson Algorithm.
AdaChain We incorporate the timeout adjustment

logic from [21] into our framework.
Network dynamics adaptation only.
NimbleChain (full version).

NimbleChain-NA
NimbleChain-FULL

B. Network Dynamics Adaptation

We evaluate the adaptability of Jacobson and NimbleChain-
NA under two network conditions: Networkl and Network2
(see Fig. 1(b) for details). As shown in Fig. 3(a), under the
stable Network1, both Jacobson and NimbleChain-NA deliver
comparable throughput performance.
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Fig. 5: Breakdown of the impact of node unresponsiveness.

Under the unstable Network2, both methods experience per-
formance degradation, but the degradation is significantly more
severe for Jacobson. Specifically, NimbleChain-NA achieves
a 35% higher throughput than Jacobson in this scenario. This
difference stems from their parameter strategies: Jacobson uses
fixed parameters (ot =0.125, B =0.25, k =4) and cannot adapt
to network congestion, whereas NimbleChain-NA dynamically
adjusts these parameters via real-time network monitoring.

The performance gap is further explained by the view-
change frequency. As evidenced in Fig. 3(b), both meth-
ods have similar view-change ratios under Networkl. How-
ever, under Network2, the view-change ratio for Jacobson
rises to 0.17 approximately three times higher than that of
NimbleChain-NA. This increase in unnecessary view changes
directly contributes to its greater performance loss.

C. Byzantine Attacks Adaptation

We evaluate the Byzantine attacks resilience of the afore-
mentioned methods across two distinct network environments:
a local testbed configured identically to Networkl, and a
geographically distributed cloud platform.

As shown in Fig. 4, the performance of all methods steadily
declines as the ratio of unresponsive nodes increases. When
30% of nodes become unresponsive, FireLedger and AdaChain
experience the most severe performance degradation: the
throughput of FireLedger falls to onethird of its peak, while
that of AdaChain declines even more sharply. FireLedger tends
to set overly small timeout thresholds, triggering excessive
view changes. AdaChain, whose reward is based on global



TPS, fails to converge to an effective policy under these
conditions.

Jacobson and NimbleChain-NA slightly outperform the
Static method, as both adjust timeouts in response to latency
fluctuations. NimbleChain-FULL delivers the best overall per-
formance, maintaining a roughly 40% throughput advantage
over the alternatives at a 30% unresponsive ratio.

A breakdown of the results (Fig. 5) clarifies these trends.
Fig. 5(a) shows that FireLedger and AdaChain incur signifi-
cantly more view changes, explaining their poor throughput.
Fig. 5(b) compares the average TO configured when a failed
node becomes leader. NimbleChain-FULL aggressively re-
duces the T'O for such leaders, allowing the system to quickly
bypass compromised nodes and sustain higher performance.

VII. RELATED WORK

Optimization on Timeout Threshold Setting. Most PBFT-
based blockchains employ a static, conservatively large time-
out (often several seconds) [4]. A few works adjust it dynami-
cally, e.g., by statistical analysis of past block propagation [9]
or using an exponential moving average (EMA) of historical
data [5]. While such methods improve adaptation to network
dynamics, they lack explicit mechanisms to counter Byzantine
attacks.

Optimization on Leader Election. Another line of work
mitigates malicious leaders by triggering replacements based
on behavioral monitoring (e.g., RCC [11], RBFT [2]) or by
employing reputation-based selection (e.g., Prestigebft [23],
GeoLLM [22]). These schemes typically require modifications
to the consensus protocol, which may affect its safety/liveness
guarantees and can concentrate attack risk on frequently
elected leaders. Without any intrusive changes to the consensus
protocol, our method merely enhances robustness by dynami-
cally adjusting each nodes timeout, keeping the standard leader
rotation intact.

Reinforcement Learning in Blockchain. RL has been applied
to optimize blockchain parameters under dynamics, e.g., archi-
tecture [21], protocol switching [20], and Fabric tuning [16].
Broader learning-based methods (e.g., pre-trained models like
Trafficformer [24]) have been explored for network tasks but
not for timeout adaptation. Unlike these works, we focus on
the consensus layer with an RL-driven timeout mechanism that
preserves safety/liveness under Byzantine attacks.

VIII. CONCLUSION

Setting a reasonable timeout threshold is critical for PBFT-
based blockchains to maintain high performance under net-
work dynamics and Byzantine attacks. To our knowledge,
this is the first work to adaptively tune the timeout threshold
while addressing both challenges. We combine the Jacobson
algorithm with lightweight reinforcement learning to dynami-
cally adjust its parameters. Implemented as NimbleChain, our
system outperforms existing methods in adapting to network
dynamics and Byzantine attacks, as demonstrated by experi-
mental results.
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