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Abstract

Multi-agent workflows often generate repeated action requests
when specialized agents interact with shared runtime objects. When
requests target the same object under explicit compatibility condi-
tions, a single execution result can serve multiple agents. This paper
presents ActShare, a pre-execution coordination layer for reusable
action requests. Before invoking a tool or a model, each agent emits
a schema-constrained structured action request. ActShare compares
the request against an active action table and a recent result cache.
A request is attached only to a compatible owner action; otherwise,
it is executed independently. When the owner action completes,
ActShare writes the result once and dispatches it to all attached re-
quests. We prototype ActShare in a stateful multi-agent debugging
workflow and evaluate effect on repeated action reduction, token
and tool-call savings.
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1 Introduction

Large language model (LLM)-based agents are increasingly orga-
nized as multi-agent workflows, where specialized agents coop-
erate through planning, retrieval, diagnosis, repair, and verifica-
tion. Systems such as AutoGen, CAMEL, and MetaGPT use role-
based collaboration to improve task decomposition and execution
flexibility [3, 5, 10], while workflow optimization often represents
agentic workflows as structured graphs or code-defined search
spaces [11, 12]. However, these flexible workflows leave repeated
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action requests uncoordinated, causing duplicated tool calls, rate-
limit pressure, and redundant requests observed in public issue
discussions [2, 4, 8].

The duplication is not merely duplicate prompting. In a debug-
ging workflow, a failed test may become a shared runtime object
when different agents ask for logs or failure context. These requests
have different local purposes, so prompt caching may not match
them; yet they begin with the same external work, such as reading
a CIlog or retrieving a trace. Executing them independently repeats
LLM-backed processing, tool calls, and external I/O operations.

This paper focuses on repeated action requests that share the
same target object, objective, expected output type, and related ex-
ecution properties. Such requests are shareable not merely because
they mention the same target or operation in text, but because they
are compatible under explicit compatibility conditions. Reducing
such action requests not only reduces the number of calls, but also
lowers pressure on external systems and preprocessing, shortens
the workflow critical path, and helps agents reason over the same
state rather than independently acquired copies.

Existing work reduces redundant work through prompt/response
reuse [1, 7], duplicate-call suppression with a caller-provided key [9],
agent resource management [8], or serving-layer KV sharing [6].
ActShare instead coordinates agent-declared action requests over
shared workflow objects. It checks declared target, state version,
action, output, and side-effect fields before reusing a cached result
or joining a compatible in-flight action. Thus, ActShare does not re-
quire identical prompts or histories, while requests with incomplete
or incompatible declarations execute independently.

This shift makes the sharing decision harder: reusable action
requests must be detected before tool or LLM execution, without
relying on prompt similarity. ActShare addresses this gap by placing
a coordination layer before external action execution. Each agent
emits a structured action request that binds the requested action to
a target object, workflow state version, output type, and side-effect
class. ActShare then either reuses a valid cached result, attaches the
request to a compatible in-flight owner action, or starts a new owner
action. Missing, ambiguous, stale, incompatible, or state-changing
requests are executed independently.

2 System Design
2.1 Architecture

ActShare operates before tool or LLM-backed action execution.
Given a structured action request, it checks the workflow state
and either reuses a valid recent result, attaches the request to a
compatible running owner action, or starts a new owner action.
ActShare maintains a recent result cache and an active action table.
The owner action performs the actual execution, attached requests
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Figure 1: Architecture and request handling flow.

wait for its result, and the completed action result is written once
and dispatched to the attached requests, as shown in Fig. 1.

2.2 Structured Action Request

A structured action request is the record that an agent submits
before execution. It describes target runtime identifiers, such as
request, agent, and target IDs; controlled labels, such as objective,
action type, output type, shareability, and urgency; and text fields
for logging and explanation. ActShare uses only runtime identifiers
and controlled labels for matching. The matching path compares
identifiers and labels rather than natural-language descriptions.

2.3 Compatibility and Runtime Control

ActShare operates only for participating agents that submit com-
plete structured action requests conforming to a shared schema.
All other actions execute independently. A request can be shared
only when its declared action contract is compatible with that of an
existing request. The requests must refer to the same target object
and workflow state version, request the same action, and require
compatible output formats and side effect properties. For each run-
ning owner action, the active action table records the owner request
and attached requests. When a compatible request arrives, ActShare
attaches it to the owner instead of launching another execution.
After the owner completes, ActShare writes one result reference
and dispatches it to all attached requests.

The policy is conservative. Cached results are reused only while
both the workflow state version and the cache entry remain valid.
If an owner action fails, expires, or times out, attached requests fall
back to independent execution. This design trades missed sharing
opportunities for safer reuse: missed sharing only loses an opti-
mization opportunity, whereas incompatible reuse may propagate
stale or mismatched results.

3 Evaluation

We evaluate ActShare in a compiled LangGraph workflow with
planner, retrieval, diagnosis, repair, and verification agents. Each
agent emits an ActionRequest before invoking a tool or an LLM-
backed action. We compare Independent, Prompt reuse, ActShare,
and offline best sharing, an offline baseline that sees the full request
stream and merges every safely shareable action group under the
same sharing rules. Fig. 2 summarizes the results.
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Figure 2: Evaluation in multi-agent workflow.

Controlled validation. With deterministic requests, indepen-
dent execution performs 110 actions and offline best sharing per-
forms 90. ActShare also performs 90 actions, showing that it cap-
tures all safely shareable actions in this workload. The required
trace appears in the logs, and false reuse is zero.

LLM-generated requests and downstream savings. In this
experiment, glm-4.5-air generates structured action requests us-
ing JSON-mode generation, Pydantic validation, and retry. Across
10 tasks, the generator reaches 84.5% first-pass schema validity and
99.1% post-retry validity. On the accepted LLM-generated request
stream, independent execution performs 110 actions, offline best
sharing performs 90, and ActShare also performs 90. We then re-
play the same accepted stream with real LLM-backed downstream
actions. ActShare reduces downstream LLM calls from 60 to 50
and tokens from 30,401 to 25,164 under conservative compatibil-
ity checks. These suggest that coordinating reusable actions at
the workflow layer reduces downstream model pressure without
requiring agents to share prompts, histories, or model backends.

Takeaway. ActShare matches offline best sharing under both
controlled and LLM-generated request streams. With real down-
stream LLM-backed summarization, it reduces model calls and
tokens by removing all safely shareable duplicate downstream LLM
actions in this workflow.

4 Conclusion

This paper presented ActShare, a runtime coordination layer for
sharing safely reusable agent actions; in a compiled multi-agent
workflow, ActShare matches offline best sharing under both con-
trolled and LLM-generated request streams, and reduces down-
stream LLM-backed calls by 16.7% and downstream tokens by 17.2%.
Future work will integrate ActShare into native multi-agent run-
times and evaluate it on open software-engineering tasks with real
repositories, CI logs, and patch validation.
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